
Exploiting Sparsity of MILPs by Improving the
Randomization Step in Feasibility Pump

Santanu S. Dey1, Andres Iroume1, and Marco Molinaro2

1 H. Milton Stewart School of Industrial and Systems Engineering, Georgia Institute
of Technology, Atlanta, USA

2 Computer Science Department, Pontif́ıcia Universidade Católica, Rio de Janeiro,
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Abstract. Feasibility pump (FP) is a successful primal heuristic for
mixed-integer linear programs (MILP). We observe that the random-
ization step used in classical FP may not be effective for decomposable
instances. Our goal is to design a version of FP where the sparsity struc-
ture of constraint matrix is automatically used advantageously in the
randomization step. In order to achieve this, we propose to incorporate
a randomized algorithm for solving SAT instances called WalkSAT into
the FP algorithm. Our contributions are: (i) We generalize WalkSAT for
mixed-integer binary programs and prove this generalization maintains
theoretical guarantees and properties of the original WalkSAT, such as
smaller running-times for sparser and decomposable instances. (ii) We
design a WalkSAT-based FP and give a theoretical analysis of its running-
time for decomposable subset-sum-type instances. To the best of our
knowledge, this is the first time any theoretical analysis of running-time
of FP or variants has been conducted. (iii) Suitable variants of the the-
oretical methods proposed were implemented. These versions produce a
significant improvement in number of iterations, and therefore improve
the running-times for finding feasible solutions to MIPLIB instances and
randomly generated 2-stage stochastic MILPs.
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1 Introduction: Feasibility Pump and sparse constraints

Primal heuristics are used within mixed-integer linear programming (MILP)
solvers for finding good integer feasible solutions quickly [9]. Feasibility pump
(FP) is a very successful primal heuristic for mixed-binary LPs that was intro-
duced in [10]. Many improvements and generalization of FP (such as for MILPs
and nonlinear IPs) have been studied [1, 2, 5, 11, 16, 7, 4, 8, 3]. At its core, FP is
an alternate projection method, as described below for the mixed-binary case.
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Algorithm 1 Feasibility Pump (Näıve version)

1: Input: mixed-binary LP (with binary variables x and continuous variables y)
2: Solve the linear programming relaxation. Let (x̄, ȳ) be an optimal solution
3: while x̄ is not integral do
4: Round each coordinate of x̄ to the closest integer, call the obtained vector x̃
5: Let (x̄, ȳ) be the point in the LP relaxation that minimizes

∑
i |x̄i − x̃i|

6: end while
7: Return (x̄, ȳ)

The scheme presented above may stall since the same infeasible integer point
may be visited in different iterations. Whenever the above scheme stalls, the
paper [10] recommends a randomization step that after Step 4 flips the value
of some of the binary variables as follows: The fractionality of variable xi is
defined as |xPi − xIi |; then randomly generate a positive integer (call it TT ) and
flip the most fractional TT variables in xI . Together with a few other tweaks,
this surprisingly simple method works very well. On MIPLIB 2003 instances, FP
finds feasible solutions for 96.3% of the instances in reasonable time [10].

Many real-life MILP instances have sparse constraints, and therefore have
to some extent a loosely decomposable structure (see discussion in [6]). Con-
sider the extreme case of a completely decomposable MILP instance: {(x1, x2) ∈
{0, 1}n1+n2 | A1x1 ≤ b1, A2x2 ≤ b2}. Running Algorithm 1 over this instance is
equivalent to running it separately on the x1 variables and x2 variables. In this
sense, Algorithm 1 respects sparsity and decomposability. However, this property
is not satisfied by the randomization step from [10] described above. Consider
the following scenario: Suppose that FP has found a feasible solution for the x1

variables, but not for the x2 variables. Then in successive iterations of FP, the
x1 components do not change, but the x2 components change. However, suppose
that FP stalls due to re-visiting the same infeasible solution in the x2 compo-
nent. Using the randomization step described above, there is a chance that some
of the components of x1 variables may be flipped (since TT may be greater than
the number of variables with positive fractionality), thus rendering all the work
done in finding a feasible solution for the x1 variables futile.3 What we would
like to achieve is a version of feasibility pump where the sparsity structure of the
constraints is automatically used advantageously in the randomization step.

In order to achieve this, we propose to consider a randomized algorithm for
solving SAT instances: WalkSAT [17] (see also [15, 12]). WalkSAT automati-
cally detects and uses decomposability of the problem. Moreover, the expected
running time of WalkSAT improves for sparser instances. While most prob-
lems in practice are not fully decomposable, we contend that the simplicity of
WalkSAT and its theoretical efficiency for sparse instances makes it suitable
to use for loosely decomposable structures that appear in practice.

In this paper, we therefore explore the use of WalkSAT combined into the
randomization step of FP.

3 It is easy to see that the algorithm may not converge if only components with strictly
positive fractionality are flipped, so this is not an easy fix. We will get back to this
in Section 5.2.
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2 Our contributions

All the improvements [1, 2, 11, 16, 4, 3] for FP for MILPs suggested in the litera-
ture are either in the projection step or in the rounding step. To the best of our
knowledge, they all use the same randomization step as proposed in the original
FP [10], so this is the first paper that considers improving this randomization
step. Our main contributions are the following:

1. WalkSAT for mixed -binary programs: The original WalkSAT algorithm
was designed for pure-binary programs, so we generalize it for mixed-binary
programs. We show that our generalization maintains theoretical guarantees
and properties of the original WalkSAT, such as smaller expected running
times for sparser and decomposable instances. This is presented in Section 3.

2. Design of WalkSAT-based FP (that we call WFP) and a theoretical anal-
ysis of its running-time for decomposable subset-sum instances: Suppose we
have k completely decomposed subset-sum constraints, where the ith con-
straint involves ni variables. Let n̄ = maxi∈[k]ni. Assuming the instance is
feasible, we show that with probability at least 1 − δ, the running-time of
WFP is at most n̄k2n̄ log n̄+1 · log(k/δ). Note a subtle point here: We do not
have to provide WFP with the knowledge that the instance is decompos-
able. It automatically runs “fast” when the problem is decomposable. With-
out knowledge of decomposability, complete enumeration for example would
take 2

∑
i∈[k] ni time, significantly worse than the performance of WFP when

there are several large blocks (i.e. ni’s). In fact, on this class of instances,
näıve FP with the original randomness from [10] (without restarts) may not
converge! Not only do these results show theoretical benefit of the proposed
changes to FP, to the best of our knowledge this is also the first time any
theoretical analysis of running-time of FP or its variants has been conducted.
These results are presented in Section 4.

3. Computational investigation of WalkSAT-based FP shows improvement
over original FP : Suitable variants of WFP produce substantial improve-
ment in number of iterations on MIPLIB 2003 instances and on randomly
generated 2-stage stochastic MILPs. For many of the instances the improve-
ment is statistically verified. This is presented in Section 5.

Since all the improved versions of FP in the literature use the original ran-
domization, the modifications we propose could be easily integrated into them.
Whether such improvements are still obtained is a topic for future study.

Notation. We use R+ to denote the non-negative reals, and [k] := {1, 2, . . . , k}.

3 WalkSAT for mixed-binary programs

In this section we define and analyze mbWalkSAT, a natural extension of
WalkSAT for mixed -binary programs. We first discuss WalkSAT in the con-
text of pure-binary IPs.
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The vanilla version of WalkSAT starts with a random (likely infeasible)
point x̄ ∈ {0, 1}n, and then selects a constraint violated by the current solution.
The algorithm then select a random index i from the support of the selected
constraint and flips the value of the entry x̄i of the solution. This process is
repeated until a feasible solution is obtained.

It not hard to show that this vanilla version of WalkSAT finds a feasible
solution in expected time at most 2n (see [13] for a proof for 3-SAT instances).
Moreover, Schöning [17] showed that if the algorithm is restarted at every 3n it-
erations, a feasible solution is found in expected time at most a polynomial factor
from (2(1− 1

s ))n, where s is the largest support size of the constraints; for sparse
instances, this asymptotically beats the trivial bound 2n for full enumeration.

While the vanilla version of WalkSAT does not perform better than the full
enumeration in the worst case, it automatically detects decomposable problems
(like the näıve FP), performing much better in this case. To obtain an intu-
ition, consider again the simple case of a fully decomposable binary program
{(x1, x2) ∈ {0, 1}n1+n2 : A1x1 ≤ b1, A2x2 ≤ b2}. In each iteration, Walk-
SAT chooses an infeasible constraint from either the the first or second block
Aixi ≤ bi, and therefore only change the value of either x1 or x2; in effect, the
algorithm runs independently on the each of the blocks. In particular, again if
the current solution is already correct on, say, the 1st block, the algorithm au-
tomatically does not change the values of x1 and from this point on just works
to find a right setting for x2. This independence, as we show in more generality
in Theorem 1, makes the running time of the algorithm roughly proportional to
2n1 + 2n2 , versus the 2n1+n2 bound for exhaustive search.

We now extend this vanilla WalkSAT algorithm to mixed -binary programs
while preserving these properties of the algorithm.

3.1 Description of algorithm mbWalkSAT

The main ideas for algorithm mbWalkSAT are the following: The algorithm
works on the projection onto the binary variables; thus, instead of looking for
original constraints that violated by the current solution, it looks for a certificate
of infeasibility in the space of binary variables. Moreover, the algorithm looks
for a minimal certificate, which makes sure that for decomposable instances the
certificate does not “mix” the different blocks of the problem.

Now we proceed with a formal description. Consider a mixed-binary set

P I = P ∩ ({0, 1}n × Rd), where P = {(x, y) ∈ [0, 1]n × Rd : Ax+By ≤ b}. (1)

We use projbin P to denote the projection of P onto the binary variables x. Given
a mixed-binary point (x̄, ȳ) ∈ {0, 1}n × Rd, if x̄ does not belong to projbin P ,
we would like to certify this; we call these projected certificates, and standard
Fourier-Motzkin theory tells us how they look like.

Definition 1 (Projected certificate). Given a mixed-binary set P I as in (1)
and a point (x̄, ȳ) ∈ {0, 1}n×Rd such that x̄ /∈ projbin P , a projected certificate
for x̄ is an inequality λAx + λBy ≤ λb with λ ∈ Rm+ such that: (i) x̄ does not
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satisfy this inequality; (ii) λB = 0. A minimal projected certificate is one where
the support of the vector λ is minimal (i.e. the certificate uses a minimal set of
the original inequalities).

The condition λB = 0 guarantees that a projected certificate has the form
ax ≤ b. Caratheodory’s theorem [18] guarantees that minimal projected certifi-
cates use at most d+ 1 inequalities.

Lemma 1. Consider a mixed-binary set P I as in (1) and a point (x̄, ȳ) ∈
{0, 1}n × Rd such that x̄ /∈ projbin P . There exists a vector λ ∈ Rm+ with sup-
port of size at most d + 1 such that λAx + λBy ≤ λb is a minimal projected
certificate for x̄. Moreover, this minimal projected certificate can be obtained in
polynomial-time (by solving a suitable LP, see Appendix A).

Now we can formally define the algorithm mbWalkSAT.

Algorithm 2 mbWalkSAT

1: input parameter: Integer ` ≥ 1
2: (Starting solution) Let x̄ be a uniformly random point in {0, 1}n
3: loop
4: if x̄ does not belong to projbin P then
5: Let ax ≤ b be a minimal projected certificate for x̄
6: Sample ` indices from the support supp(a) uniformly and independently, let

I be the set of indices obtained
7: (Flip coordinates) For all i ∈ I, set x̄i ← 1− x̄i

8: else
9: (Output feasible lift of x̄) Find ȳ ∈ Rd such that (x̄, ȳ) ∈ P , return (x̄, ȳ)

10: end if
11: end loop

Note that in the pure-binary case vanilla WalkSAT is obtained by setting
` = 1; the flexibility introduced by this parameter will be needed in Section 4.

3.2 Analysis of mbWalkSAT

Now we analyze the running-time of mbWalkSAT and show that its perfor-
mance improves based on the sparsity and decomposability of the instance. For
that, consider a decomposable mixed-binary set

P I = P I1 × . . .× P Ik , where for all i ∈ [k] we have (2)

P Ii = Pi ∩ ({0, 1}ni × Rdi), Pi = {(xi, yi) ∈ [0, 1]ni × Rdi : Aixi +Biyi ≤ bi}.
Let P = P1 × . . .× Pk denote the LP relaxation of P I .

Note that since we allow k = 1 this also captures a general mixed-binary set.
The theorem below upper bounds the number of iterations mbWalkSAT

takes to find a feasible solution and shows that the behavior of mbWalkSAT
essentially depends independently on the blocks. Let certSuppi denote the maxi-
mum support size of all minimal projected certificates for the instance P Ii which
consist only of the ith block. In light of Lemma 1, if each constraint in Pi has
at most si integer variables, we have certSuppi ≤ min{si · (di + 1), ni}.
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Theorem 1. Consider a feasible decomposable mixed-binary set as in equation
(2). Then with probability at least 1 − δ, mbWalkSAT with parameter ` = 1
returns a feasible solution within T = ln(k/δ)

∑
i ni 2ni log certSuppi ≤ n̄k 2n̄ log n̄ ·

ln(k/δ) iterations, where n̄ = maxi ni.

(We remark that similar guarantees can be obtained for general `, but we focus
on the case ` = 1, which corresponds to WalkSAT, to simplify the exposition.)
Note that certSuppi decreases with increased sparsity of the constraints; thus,
we get improved bounds for mbWalkSAT on sparser instances.

A complete proof is presented in Appendix 1. The high-level ideas are:

1. First we show that if we run mbWalkSAT over a single block P Ii , then with
high probability the algorithm returns a feasible solution within ni 2ni log certSuppi ·
ln(1/δ) iterations. This analysis is inspired by the one given by Schöning [17]
and argues that with a small, but non-zero, probability the iteration of the
algorithm makes the iterate x̄ closer (in Hamming distance) to a fixed solu-
tion x∗ for the instance.

2. Next, we show that when running mbWalkSAT over the whole decompos-
able instance, each iteration only depends on one of the blocks P Ii ; this uses
the minimality of the certificates. So in effect the execution of mbWalkSAT
can be split up into independent executions over each block, and thus we
can put together the analysis from Item 1 for all blocks to obtain the result.

4 A WalkSAT-based feasibility pump

Now we consider a procedure we call WFP that incorporates the ideas from
algorithm mbWalkSAT above into the randomization step of Feasibility Pump.
To describe it, let us introduce some notation. Consider a mixed-binary set P I

as in (1). Given a 0/1 point x̃ ∈ {0, 1}n, let `1-proj(P, x̃) denote a point (x, y)
in P where ‖x̃− x‖1 is as small as possible. Also, for a vector v ∈ [0, 1]p, we use
round(v) to denote the vector obtained by rounding each component of v to the
closest integer; we use the convention that 1

2 is rounded to 1, but any consistent
rounding would suffice. Notice that operations ‘`1-proj’ and ‘round’ correspond
precisely to Steps 5 and 4 in the Näıve FP algorithm. Finally, let Perturb`(x̃)
denote the output of running Steps 5-7 of algorithm mbWalkSAT over x̃.

Algorithm 3 provides a description of the algorithm WFP. Notice that the
main loop of the algorithm is just a rewriting of the main loop of Näıve FP plus
the use of Perturb` as randomness step.

Due to the interplay between the projection operations ‘`1-proj’ and ‘round’
and the perturbation Perturb`, the behavior of WFP is much more com-
plicated than that of mbWalkSAT; an analysis for general mixed-binary sets
remains elusive. However, we provide an analysis for a special case of separa-
ble mixed-integer sets (2) where each part P Ii is a subset-sum problem, namely
Pi = {xi ∈ [0, 1]ni : aixi = b, xi ≥ 0} for non-negative a, b (notice there are no
continuous variables y); we call such an instance a separable subset-sum set.
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Algorithm 3 WFP

1: input parameter: integer ` ≥ 1
2: (Starting solution) Let x̃0 be a uniformly random point in {0, 1}n
3: for t = 1,2,. . . do
4: (x̄t, ȳt) = `1-proj(P, x̃t−1)
5: x̃t = round(x̄t)

6: if (x̃t, ȳt) ∈ P then . equivalently, x̃t ∈ projbin(P )
7: Return (x̃t, ȳt)
8: end if

9: if x̃t = x̃t−1 then . iterations have stalled
10: x̃t = Perturb`(x̃

t)
11: end if
12: end for

For the next theorem we assume that if the 0/1 point x̃ does not belong to
the separable subset-sum set P , then `1-proj(P, x̃) is a vertex of P (since P is
bounded, there is always a vertex satisfying the desired properties from `1-proj).

Theorem 2. Consider a feasible separable subset-sum set. Then with proba-
bility at least 1 − δ, WFP (with ` = 2) returns a feasible solution within
T = ln(k/δ)

∑
i ni 22ni logni ≤ n̄k 22n̄ log n̄ ·ln(k/δ) iterations, where n̄ = maxi ni.

The full proof is given in Appendix C, but the high-level idea is the following.
As in the proof of Theorem 1, it suffices to analyze the execution of algorithm
WFP over a single block Pi (as discussed in the Introduction, the projection op-
erators ‘`1-proj’ and ‘round’ now present also act on each block independently).
To analyze this execution on a single block, we also use a similar strategy as be-
fore, where we consider a fixed feasible solution x∗ and track its distance to the
iterates x̃t. However, while again the perturbation Perturb2 brings x̃t closer to
x∗ with small but non-zero probability, the issue is that the projections ‘`1-proj’
and ‘round’ in the next iterations could send the iterate even further from x∗.
To analyze the algorithm we then use the structure of subset-sum instances to:
1) first control the combination ‘`1-proj + round’ in Steps 4 and 5, showing that
in this case they are involutory, namely applying them once or repeatedly yields
the same effect (Lemma 3); 2) strengthen the analysis of Theorem 1 to show
that a round of Perturb2 plus ‘`1-proj + round’ still has a non-zero probability
of generating a point closer to x∗ (Lemma 4).

Remark 1. Consider the algorithm which replaces Perturb`(x̃
t) in WFP by

the randomization step proposed in [10], where we randomly generate a positive
integer TT from some predetermined range and flip TT variables of largest frac-
tionality (and we use the index of a variable to break ties between variables with
equal fractionality). Then it can be shown that there is an instance of a feasible
subset-sum problem for which this version of FP never converges to a feasible
solution (see Appendix C.3). This shows the strength of the WalkSAT-based
Perturb`(x̃

t) randomization strategy in WFP. We note that one way to fix this
situation is to restart the algorithm after a given number of iterations. Indeed
the final FP algorithm from [10] incorporates a type of restart; see Section 5.1.
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5 Computations

In this section, we describe the algorithms that we have implemented and report
preliminary computational experiments comparing their performance to the FP
algorithm from [10], which we denote by FPorig. The algorithms implemented
are inspired by WFP, while trying to stay as close as possible to FPorig (in-
cluding using exactly the same parameters as discussed in [10]).

5.1 FPorig: more details from [10]

The algorithm FPorig consists of the Näıve FP algorithm from the Introduction
plus some randomization steps. The visited solutions are stored and whenever
a cycle is detected the current solution is perturbed. FPorig uses two differ-
ent cycle-breaking randomization mechanisms depending on the type of cycle it
detects. Additionally, it uses a random perturbation after a certain number of
iterations even if no cycle is detected. This last perturbation can be thought of
as restart. These mechanisms can be described as follows:

– Short Cycle: This is the randomization described in the intro. It is trig-
gered when an integer point x̃ is projected onto P , giving the point (x̄, ȳ) =
`1-proj(P, x̃), and then x̄ is rounded to yield the same starting integer point
x̃. In this case, the algorithm takes x̃ and flips the value of the TT com-
ponents with highest fractionality (i.e. highest |x̃j − x̄j |). The number of
components to flip TT is chosen uniformly at random from {T/2, . . . , 3T/2},
where T = 20. We call this randomization FPorig.ShortCycle.

– Long Cycle and restart: This is triggered if after R iterations of the algorithm
no solution has been found or if the current integer solution x̃ was already
visited in one of the last M iterations (M > 1). In this case, for every
integer component j, sample ρj uniformly from [−0.3, 0.7] and if |x̃j − x̄j |+
max{ρj , 0} > 1/2, flip the value of x̃j . In FPorig, R and M are set to 100
and 3 respectively. We call this randomization FPorig.LongCycle.

5.2 WalkSAT-based algorithms we have implemented

In order to incorporate the ideas from WFP into FPorig, we change the se-
lection variables to flip in the short-cycle randomization step. In addition, we
introduce a new cycle-detection step for those cases when the new randomization
behaves in a deterministic fashion.

1. Selection of variables to flip in short cycles: Consider the randomization step
FPorig.ShortCycle. As discussed before, this method may not work ef-
fectively for decomposable instances because TT may be significantly larger
than the number of variables with positive fractionality, and thus may flip
variables which formed a feasible solution for a block of the decomposable
system. However, notice if we restrict to flipping only variables with posi-
tive, then the above does not occur. We therefore combined selecting the
variables with positive fractionality together with variables from infeasible
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constraints/certificates as in the WFP algorithm. We implemented three al-
gorithm which perform different versions of this modified selection procedure
for short cycles (see Appendix D for explicit description of the algorithms):

(a) WFPdual: Let F ⊂ [n] be the set of indices with positive fractionality
|x̃j − x̄j |. If TT ≤ |F |, the short cycle procedure in WFPdual is the
same as FPorig.ShortCycle. Else, we compute a minimal projected
certificate for x̃ and let S ⊆ [n] be support of this certificate (in case of
a pure-binary problem we let S be the union of the supports of the con-
straints that are not satisfied by x̃). We select the |F | indices with largest
fractionality |x̃j− x̄j | and select uniformly at random min{|S|, TT −|F |}
indices from S, and flip the values in x̃ for all the selected indices.

(b) WFPbase: WFPdual is expensive in terms of finding a minimal pro-
jected certificate, which requires solving an LP. Therefore, we have im-
plemented a simpler version of the algorithm where we always set S be
the union of the supports of the constraints that are not satisfied by the
current point (x̃, ȳ).

(c) WFPless: Finally, we tried the following variant of WFPbase. When
the number of fractional variables |F | is less than TT , instead of flipping
|F | fractional variable, we select |F |−Nf variables with the largest frac-
tionality and instead of selecting min{|S|, TT − |F |} from the infeasible
constraints support S, we select min{|S|, TT − |F | + Nf} of them. We
use Nf = 2 in our experiments.

2. Cycle detection when the randomization step is deterministic: Note that
in the short-cycle randomization variants that we have introduced, we may
flip fewer than T/2 variables (recall T/2 is the smallest possible choice for
TT ). In this case the short-cycle randomization is actually deterministic: if
we encounter this solution again, the method would flip exactly the same
variable. We call such solutions dangerous and these are stored so that
if we encounter them again, then we perform a long-cycle randomization
FPorig.LongCycle.

The general structure of the codes we implemented is presented in Algorithm 4.

5.3 Computational results

We now report preliminary computational experiment. The code was imple-
mented in Python 2.7 using CPLEX 12.6.0 for solving LPs, and run on a desktop
with 2.8GHz Intel i7 processor, 8Gb of RAM, and running Mac OS X. None of
the algorithms implemented was heavily optimized.

Synthetic 2-stage stochastic programming instances. In order to test the hypoth-
esis that the proposed modifications should work well on loosely decomposable
instances, we performed experiments with synthetic 2-stage stochastic program-
ming instances. Each instance has the form {(x, z1, . . . , zk) ∈ {0, 1}n0+n1+...+nk :
Ax+Bizi ≥ bi, for i ∈ [k]} and is randomly generated as follows: (1) the entries
in A and the Bi’s are independently and uniformly sampled from {−10, . . . , 10};
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Algorithm 4 WFPxxxx - Complete Algorithm

1: Input: Mixed-binary program, maxIter, R, T , NF

2: Let (x̄, ȳ) be an optimal solution for the LP relaxation of the problem
3: Set x̃ = round(x̄), and ỹ = ȳ
4: while number of iterations is at most maxIter do
5: (x̄, ȳ) = `1-proj(P, x̃)
6: if x̄ ∈ {0, 1}n then
7: Return (x̄, ȳ)
8: end if
9: x̃ = round(x̄)

10: if no feasible solution detected for R iterations or x̃ is dangerous or long-cycle
detected then

11: Call FPorig.LongCycle
12: else if short-cycle detected then
13: Call appropriate WFPxxxx.ShortCycle
14: end if
15: end while

(2) to guarantee feasibility, five 0/1 points are sampled uniformly at random
from {0, 1}n0+n1...+nk and the right-hand side b is set to be the smallest one
that makes all these points feasible. We used parameter values k = {5, 10, 20},
n0 = . . . = nk ∈ {10, 20}, and number constraints per block ∈ {10, 20}. We gen-
erated 10 instances with each choice of parameters, and repeated the execution
of the algorithms 30 times for each of them. The table below presents averages
over all the instances (see Appendix F.1 for a more detailed table).

Table 1. Averages for 2-stage stochastic programming instances

FPorig WFPbase WFPdual WFPless

avg # iterations 586.82 74.26 69.13 77.26
avg time (s) 1.62 0.22 0.30 0.23

The fact that the proposed algorithms are about an order of magnitude
faster than FPorig provides initial support for their effectiveness on loosely
decomposable instances.

MIPLIP 2003 In our preliminary experiments, we also tested the algorithms on
all the mixed-binary instances from the smaller library MIPLIB 2003. We set a
limit of 2,000 iterations for each of the runs, and repeated the experiment 30
times for each algorithm on each instance. Instance rd-rplusc-21 was excluded
from our reports since none of the algorithms found feasible solution within the
limit of 2,000 iterations, for none of the repetitions.

Table 2 presents a summary of the results (see Appendix F for the com-
plete results). The average number of iterations of all WFPxxxx algorithms
are similar and FPorig takes more than twice as many iterations compared to
all WFPxxxx algorithms. Table 3 show the average number of iterations and
times for the “harder” instances, namely those where FPorig takes more than
100 iterations on average (recall 100 is also the restart threshold). Observe that
the WFPxxxx algorithms again need only about half the number of iterations
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as compared to FPorig. As expected, WFPdual was not competitive in run-
ning time, due to the large overhead of solving an extra LP. WFPless obtained
a reduction of approximately 12.5% in running time compared to FPorig.

Note that in instance p2756, FPorig did not find feasible solutions within
the 2,000 iterations cap in any of the attempts, while our algorithms found
them in all 30 replications. Similarly FPorig did not find feasible solutions for
harp2 in 8 out the 30 replications while our algorithms found them in all 30
replications. Also, in instances danoint and fixne6 FPorig took about 100
iterations, while our algorithms took only about 5; for harp2 and tr12-30 we
also obtained more than an order of magnitude improvement. FPorig did not
significantly outperform the WalkSAT-based algorithms in any of the instances.

Since all algorithms considered are randomized, we need to check for the
statistical validity of the averages reported. Appendix G reports 95% confidence
intervals (CI) for the average iterations for all instances. Our data fits quite well
log-normal distributions (but not normal distirbutions), so we use them to define
the CIs (see Appendix E). Non-overlapping CIs indicate statistically significant
difference between the running times.

Table 2. Averages for MIPLIB 2003 instances:
FPorig WFPbase WFPdual WFPless

avg iter 159.42 73.22 62.71 67.92
avg time (s) 148.08 150.29 224.13 133.11

Table 3. MIPLIB 2013 instances that take more than 100 iterations for FPorig

FPorig WFPbase WFPdual WFPless
Instance avg iter avg time avg iter avg time avg iter avg time avg iter avg time
10teams 111.83 6.57 120.03 7.03 151.90 19.90 149.90 8.73
danoint 140.50 2.00 4.00 0.10 4.00 0.20 4.00 0.10
ds 419.37 4666.40 406.60 4523.97 415.50 4514.27 345.00 3811.30
fixnet6 110.10 0.63 4.70 0.00 4.87 0.20 4.77 0.00
glass4 423.47 1.10 187.33 0.50 167.17 3.77 243.17 0.67
harp2 1067.07 22.53 75.83 1.67 84.07 1.80 77.10 1.60
misc07 118.40 0.30 124.80 0.33 104.03 1.63 93.67 0.27
momentum1 1174.63 1088.00 1064.33 1349.87 878.00 3948.30 1095.00 1290.70
net12 354.20 69.57 130.10 32.57 176.47 415.17 138.07 32.50
p2756 2000 49.40 35.70 0.83 34.73 0.90 37.47 0.80
protfold 416.80 89.77 660.97 152.63 364.77 81.67 440.33 94.10
swath 141.03 11.33 171.20 17.90 148.93 145.53 127.57 13.77
tr12-30 186.93 1.50 12.37 0.10 13.03 0.90 13.13 0.13
avg 512.64 462.24 230.61 468.27 195.96 702.63 213.01 404.21

6 Conclusions

This paper takes an initial step in better understanding the randomization com-
ponent in Feasibility Pump-type algorithms. We propose WalkSAT-based ran-
domizations, and prove that a basic version of FP with such randomization
(WFP) converges and automatically detect decomposability, on decomposable
subset-sum instances. It is interesting that the small modifications we propose
to FPorig based on these ideas lead to a substantial reduction in number of
iterations on our preliminary experiments. WFPless seems to perform the best,
achieving a 10% improvement in running-time as well over all of MIPLIB 2003.

There are still important issues to be explored. At this point, Feasibility
Pump-type algorithms are highly engineered and, in order to focus on the ran-
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domness part, we chose to start with the simplest possible FP algorithm. How-
ever, an important next step is to incorporate the modifications proposed here
to state-of-the-art FP codes and see if they also make a positive difference; given
that all FP codes seem to use the same randomization as FPorig, and given the
simplicity of the proposed modifications, we are hopeful that this will be the case.
In addition, it is important to extend our preliminary computations to include
a larger collection of instances (e.g. MIPLIB 2010, COR@L, and OR-LIB).
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Appendix

A Minimal projected certificates can be found in
polynomial time

Consider the following LP:

max λAx̄− λb
s.t. BTλ = 0

eTλ = 1

λ ≥ 0,

where e is the all-ones vector; this LP is feasible since we assumed a projected

certificate exists. We assume that the matrix

[
BT

e

]
has full row rank, otherwise

we can use feasibility to just drop linearly dependent rows.
Clearly an optimal extreme point solution provides a projected certificate,

and we just need to verify that there cannot exist a projected certificate with
smaller support. Let λ∗ be an extreme point optimal solution, and by contra-
diction assume that λ̃ gives a projected certificate and is such that supp(λ̃) is

strictly contained in supp(λ∗). Since λ̃ ≥ 0 and also different from 0, by scaling

we can assume without loss of generality that eT λ̃ = 1, and thus λ̃ is a feasible
solution for the LP above.

This implies that

BT
(
λ∗ − λ̃

)
= 0

eT
(
λ∗ − λ̃

)
= 0,

so the assumption supp(λ̃) ( supp(λ∗) implies that the columns of the matrix[
BT

eT

]
in the support of λ∗ are linearly dependent. But since λ∗ is an extreme

point, it is a basic solution, namely the columns of the matrix in the support
of λ∗ are linearly independent. This reaches a contradiction and concludes the
proof.

Finally, note that one can find an optimal extreme point solution in polyno-
mial time (see [18]).

B Proof of Theorem 1

We start our analysis by considering a general mixed-binary set as in (1). Given
such mixed-binary set P I , we use certSupp = certSupp(P I) to denote the max-
imum support size of all minimal projected certificates. For example, in light
of Lemma 1, if each constraint in P has at most s integer variables, we have
certSupp ≤ min{s · (d+ 1), n}.
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Theorem 3. Consider a feasible mixed-binary program as in (1). The probabil-
ity that the algorithm mbWalkSAT does not find a feasible solution within the
first T iterations is at most (1− p)T/n, where p = certSupp−n. In particular, for
T = n · 2n log(certSupp) · ln(1/δ) this probability is at most δ (this follows from the
inequality (1− x) ≤ e−x valid for x ≥ 0).

Proof. The proof is quite simple and along the lines of those of [17]. Consider
a fixed solution x∗ ∈ projbin P . To analyze mbWalkSAT, we only keep track
of the Hamming distance of the iterate x̄ to x∗; let Xt denote this distance at
iteration t, for t ≥ 1. If at some point this distance vanishes, i.e. Xt = 0, we
know that x̄ = x∗ and thus x̄ ∈ projbin P ; at this point the algorithm returns a
feasible solution for P I .

To understand the probability that Xt = 0, suppose that at iteration t the
iterate x̄ does not belong to projbin P , and let ax ≤ b be a projected certificate
for it. Since the feasible point x∗ satisfies the inequality ax ≤ b but x̄ does not,
there must be at least one index i∗ in the support of a such where x∗ and x̄ differ.
Then if the algorithm makes a “lucky move” and chooses I = {i∗} in Line 6, the
modified solution after flipping this coordinate (the next line of the algorithm)
is one unit closer to x∗ in Hamming distance, hence Xt+1 = Xt − 1. Moreover,
the probability of choosing I = {i∗} is at least 1/|supp(a)| ≥ 1/certSupp.

Therefore, if we start at iteration t and for all the next Xt iterations ei-
ther the iterate belongs to projbin P or the algorithm makes a “lucky move”, it
terminates by time t + Xt. Thus, with probability at least (1/certSupp)Xt ≥
(1/certSupp)n = p the algorithm terminates by time t+ Xt ≤ t+ n.

To conclude the proof, write T = αn (for simplicity assume α integer), and
call iterations i ·n, . . . , (i+ 1) ·n−1 the i-th block of iterations. If the algorithm
has not terminated by iteration i · n − 1, then with probability at least p it
terminates within the next n iterations, and hence within the i-th block. Putting
these bounds together for all α blocks, the probability that the algorithm does
not stop by the end of block α is at most (1− p)α. This concludes the proof.

Now we make formal the claim that minimal projected certificates for de-
composable mixed-binary sets do not mix the constraints from different blocks.
Notice that projected certificates for a decomposable mixed-binary (2) have the
form

∑
i λ

iAixi ≤
∑
i λ

ibi, and in particular λiBi = 0 for all i ∈ [k].

Lemma 2. Consider a decomposable mixed-integer set as in equation (2). Con-
sider a point x̄ /∈ projbin P and let

∑
i λ

iAixi ≤
∑
i λ

ibi be a minimal projected
certificate for x̄. Then this certificate uses only inequalities from one block P j,
i.e. the vector λj is identically zero for all except one index j.

Proof. Let x̄ = (x̄1, x̄2, . . . , x̄k) and call the certificate (ax ≤ b) , (
∑
i λ

iAixi ≤∑
i λ

ibi). By definition of projected certificate, we have
∑
i λ

iAix̄i >
∑
i λ

ibi,
and thus by linearity there must be an index j such that λjAj x̄j > λjbj . More-
over, as remarked earlier, decomposability implies that the certificate satisfies
λiBi = 0 for all i, so in particular for j. Thus, the inequality λj(Aj , Bj)(xj , yj) ≤
bj obtained by combining only the inequalities form Pj is a projected certificate
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for x̄. The minimality of the original certificate ax ≤ b implies that it cannot use
any inequality from another Pi with i 6= j, or more precisely that λi = 0 for all
i 6= j. This concludes the proof. ut

We can finally prove the desired theorem.

Proof (of Theorem 1.). We use the natural decomposition x̄ = (x̄1, . . . , x̄k) ∈
{0, 1}n1× . . .×{0, 1}nk of the iterates of the algorithm. From Lemma 2, we have
that each iteration of mbWalkSAT is associated with just one of the blocks
P Ij ’s, namely the P Ij containing all the inequalities in the minimal projected
certificate used in this iteration; let Jt ∈ [k] denote the index j of the block
associated to iteration t. Notice that at iteration t, only the binary variables xJt

can be modified by the algorithm.
Let Ti = ni 2ni logni ln(k/δ). Applying the proof of Theorem 3 to the iter-

ations {t : Jt = i} with index i, we get that with probability at least 1 − δ
k

the algorithm finds some x̄i in projbin Pi within the first Ti of these iterations.
Moreover, after the algorithm finds such a point, it does not change it (that is,
the remaining iterations have index Jt 6= i, since there cannot be a projected
certificate for this x̄i).

Therefore, by taking a union bound we get that with probability at least 1−δ,
for all i ∈ [k] the algorithm finds x̄i ∈ projbin Pi within the first Ti iterations of
with index i (for a total of

∑
i Ti = T iterations). At this point the total solution

x̄ belongs to projbin P and the algorithm returns. This concludes the proof. ut

C Proof of Theorem 2

The following is the main result we need.

Theorem 4. Consider a feasible subset-sum problem P ⊆ Rn. Then for every
T ≥ 1, the probability that WFP does not find a feasible solution within the
first 2T iterations is at most (1 − p)T/n, where p = (1/n2)n. In particular, for
T = n · 22n logn · ln(1/δ) this probability is at most δ.

Using this theorem, the proof of Theorem 2 is exactly the same as the proof
of Theorem 1, since the projection operators ‘`1-proj’ and ‘round’ also act inde-
pendently on each block of the problem, namely given a point x = (x1, . . . , xk) ∈
Rn1 × . . . × Rnk , if (x̌1, . . . , x̌k) = `1-proj(P, x) then x̌i = `1-proj(Pi, x

i) for all
i ∈ [k], and similarly for ‘round’. Thus, it suffices to prove Theorem 4.

To simplify the notation we omit the polytope P from the notation of `1-proj.
We assume that our subset-sum problem P = {x ∈ [0, 1]n : ax = b} is such that
all components are positive, since components with ai = 0 do not affect the
problem (more precisely, after the first iteration of the algorithm, the value of
x̃ti is set to 0 or 1 and does not change anymore, and this value does not affect
the feasibility of the solutions x̃t’s).

First we give a more convenient way of looking at the iterates generated
by the algorithm. Given a point x̃ ∈ {0, 1}n, let AltProj(x̃) ∈ {0, 1}n be the
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effect of applying the alternate projection of the algorithm to the point x̃,
namely AltProj(x̃) = (round ◦ `1-proj)(x̃). Notice that if x̃ belongs to P ,
then AltProj(x̃) = x̃.

Algorithm WFP can be thought as performing a sequence of operations
AltProj until a fixed point is reached, at which point it either returns the solu-
tion (if it belongs to projbin P = P ) or performs a Perturb2 operation. More
precisely, define the iterated operation AltProjt(x̃) = AltProj

(
AltProjt−1(x̃)

)
(with AltProj1 = AltProj) and if the sequence (AltProjt(x̃))t stabilizes at a
point, let AltProj∗(x̃) denote this point. Thus, compressing sequences of con-
secutive operations of AltProj into a single AltProj∗, WFP can be thought as
alternately applying operations AltProj∗ and Perturb2 until the result of the
former belongs to P .

The next lemma shows that for subset-sum instances, the sequential opera-
tion of AltProj stabilizes after just one operation; its proof is presented in Section
C.1.

Lemma 3. Let P be a subset-sum instance. Then for each x̃ ∈ {0, 1}n, AltProj∗P (x̃) =
AltProjP (x̃).

Therefore, to upper bound the number of iterations WFP takes to return
a feasible solution, it suffices to understand this “compressed” version of the
process. More precisely, define the iterates zτ as follows: z1 = AltProj∗(x0),
and zτ+1 = AltProj∗(Perturb2(zτ )) for τ ≥ 2. It suffices to show that with
probability at least 1 − (1 − p)T/n, there is τ ≤ T such that zτ belongs to
projbin P .

For the next piece of the puzzle we need some simple observations. For x̃ ∈
{0, 1}n and I ⊆ [n], let flip(x̃, I) denote the 0/1 vector obtained starting from x̃
and flipping the value of all coordinates that belongs to I. Notice that there is
only one (up to scaling) possible projected certificate for our subset-sum problem:
it is the equality constraint ax = b. Since we have assumed that the vector a
has full support, it follows that Perturb2(x̃) is exactly equal to flip(x̃, I) for I
being the set obtained by sampling independently two indices uniformly from
[n].

The next lemma then shows that there is always a “lucky choice” of set I in
Perturb2(z̃τ ) (Step 6 of mbWalkSAT) that brings z̃τ+1 = AltProj∗(Perturb2(z̃τ ))
closer to a fixed solution x∗ to the subset-sum problem (its proof is presented in
Section C.2).

Lemma 4. Let x∗ ∈ {0, 1}n be a feasible solution to the subset-sum prob-
lem. Consider x̃ ∈ {0, 1}n with ax̃ 6= b that satisfies the fixed point condition
AltProj(x̃) = x̃. Then there is a set I ⊆ [n] of size at most 2 such that the point
x′ = AltProj∗P (flip(x̃, I)) is closer to x∗ than x̃, namely ‖x′−x∗‖0 ≤ ‖x̃−x∗‖0−1.

Notice that by definition of AltProj∗, z̃τ satisfies the fixed point condition
AltProj(z̃τ ) = z̃τ , thus we can apply the above lemma to our iterate z̃τ , as long
as it is not feasible for P . This gives the following.
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Since the set J chosen in Perturb2 matches the “lucky choice” J given by
the above lemma with probability at least 1

n2 (the worst case happens when
|J | = 1), as a direct corollary we have the following.

Corollary 1. Let x∗ ∈ {0, 1}n be a feasible solution to the subset-sum problem.
Then

Pr
(
‖z̃τ+1 − x∗‖0 ≤ ‖z̃τ − x∗‖0 − 1

∣∣∣ z̃τ /∈ P) ≥ 1

n2
.

Now we can conclude the proof of Theorem 4 arguing just like in the proof
of Theorem 3.

Proof (of Theorem 4). Consider x∗ ∈ P and let Zτ = ‖z̃−x∗‖0, and notice Zτ =
0 implies z̃τ = x∗ and hence z̃τ ∈ P . Corollary 1 gives that Pr(Zτ+1 ≤ Zτ − 1 |
z̃τ /∈ P ) ≥ 1

n2 . Thus, consider any time step τ and condition on the starting
point z̃τ not being in P ; with probability at least (1/n2)Zτ ≥ (1/n2)n = p we
have that either there is an iterate z̃τ+τ ′

in P with τ ′ ≤ Zτ ≤ n, or an iterate
Zτ+τ ′ = 0 with τ ′ ≤ Zτ ≤ n (by applying repeatedly the conditioned inequality
above). In any case, with probability at least p we get a feasible iterate within
at most n time steps starting from time τ .

To conclude the proof, write T = αn (for simplicity assume α integer), and
call time steps τ = i ·n, . . . , (i+ 1) ·n−1 the i-th block of time. From the above
paragraph, the probability that there is τ in the ith block of time such that
z̃τ ∈ P conditioned on z̃i·n /∈ P is at least p. Using the chain rule of probability
gives that the probability that there is no z̃τ ∈ P within any of the α blocks is
at most (1− p)α. This concludes the proof. ut

C.1 Proof of Lemma 3

First notice that for our subset-sum polyhedron P and a 0/1 point x̃, `1-projP (x̃)
is attained by solving:

min
∑
{j | x̃j=0} xj +

∑
{j | x̃j=1}(1− xj)

s.t. ax = b (3)

0 ≤ x ≤ 1.

Moreover, if `1-projP (x̃) is fractional then it has exactly 1 fractional component
(this uses the fact that it is an extreme point of P ).

Proof (of Lemma 3). To simplify the notation, we omit the polyhedron P when
writing `1-proj and AltProj. Let x̄ = `1-proj(x̃) and recall it is an extreme point
of P . Clearly, if x̃ ∈ P then AltProj(x̃) = x̃ and hence AltProj∗(x̃) = AltProj(x̃).
Similarly, if x̄ is a 0/1 point then AltProj(x̃) = x̄, and by the previous argument
AltProj∗(x̃) = AltProj(x̃).

Thus, assume that x̃ /∈ P and x̄ is not a 0/1 point. Since x̄ is an extreme
point of the subset-sum P it has exactly 1 fractional coordinate, so by permuting
indices we assume without loss of generality:
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1. x̄1 = · · · = x̄k = 1.
2. x̄k+1 ∈ (0, 1).
3. x̄k+2 = · · · = x̄n = 0
4. ak+2 ≥ ak+3 ≥ · · · ≥ an.
5. a1 ≤ a2 ≤ a3 ≤ · · · ≤ ak.

Let x̃′ = round(x̄), which equals AltProj(x̃).

Case 1: x̄k+1 < 1/2. Then x̃′i = 1 for all i ≤ k, x̃′ = 0 for all i ≥ k + 1; also
notice x̃′ ≤ x̄, and ax̃′ < b. Now, consider x̄′ = `1-proj(x̃′):

a. If ak+1 > ak+2: then ak+1 is the largest component where x̃′ has value 0, so it
follows from (3) that x̄′ is obtained from x̃′ by raising its (k+ 1)-component
from 0 to x̄k+1. Thus, x̄′ = x̄, and hence AltProj(AltProj(x̃)) = round(x̄′)
equals round(x̄) = AltProj(x̃); this implies AltProj∗(x̃) = AltProj(x̃).

b. If ak+1 < ak+2: then x̄′ is obtained from x̃ by raising its (k + 2)-component
to a value that is at most x̄k+1 < 1/2. Now, round(x̄′) = x̃′, so again we get
AltProj(AltProj(x̃)) = round(x̄′) = x̃′ = AltProj(x̃) and we are done.

c. If ak+1 = ak+2: Since x̄′ is a vertex of the subset-sum P , again it only has 1
fractional component (either k + 1 or k + 2) and then it is easy to see that
x̄′ is equal to the one in either Case (a) or Case (b) above; thus the result
also holds for this case.

Case 2: x̄k+1 ≥ 1/2. Then x̃′ is such that x̃′i = 1 for all i ≤ k+ 1 and x̃′ = 0 for
all i ≥ k + 2; also notice x̃′ ≥ x̄ and ax̃′ > b.Now, consider x̄′ = `1-proj(x̃′):

a. If ak < ak+1: This is analogous to Case 1a: x̄′ is obtained by lowering the
(k + 1)-coordinate of x̃′ from 1 to x̄, and thus x̄′ = x̄; the rest of the proof
is identical to Case 1a.

b. If ak > ak+1: In this case, x̄′ is obtained by lowering the k-component of x̃′.
Since ax̄ = ax̄′ = b, and k and (k+1) are the only components where x̄ and x̄′

differ, we have: ak+ak+1x̄k+1 = akx̄
′
k+ak+1. Hence x̄′k = 1−ak+1

ak
(1−x̄k+1) ≥

1/2 and round(x̄′) = x̃′; the rest of the proof is identical to Case 1a.

c. Identical to Case 1c.

ut

C.2 Proof of Lemma 4

Again to simplify the notation we omit P from `1-proj and AltProj, and use
flip(x̃, j) instead of flip(x̃, {j}) in the singleton case.

In order to simplify the proof, we introduce the following definition.

Definition 2. x̃ ∈ {0, 1}n is called a stalling solution if AltProj(x̃) = x̃.

We start with a couple of simple lemmas.
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Lemma 5. Suppose x̃ ∈ {0, 1}n is a stalling point. If ax̃ < b, then there is
k /∈ supp(x̃) such that `1-proj(x̃)i = x̃i for all i 6= k, and `1-proj(x̃)k ∈ (0, 1

2 ).
Similarly, if ax̃ > b, then there is k ∈ supp(x̃) such that `1-proj(x̃)i = x̃i for

all i 6= k, and `1-proj(x̃)k ∈ [ 1
2 , 1).

Proof. We only prove the first statement, the proof of the second is completely
analogous. Since x̃ is stalling we have that round(`1-proj(x̃)) = x̃, and since
`1-proj(x̃) is an extreme point of the subset-sum problem P it has at most 1
fractional component, and hence only differs in one component k from

round(`1-proj(x̃)) = x̃.

Since a · `1-proj(x̃) = b > a · x̃, we have that x̃k = 0 and `1-proj(x̃)k > 0; since
round(`1-proj(x̃)k) = x̃k = 0, we have `1-proj(x̃)k <

1
2 . ut

Lemma 6. Consider a point x̃ ∈ {0, 1}n.

1. If the objective value of (3) is strictly less than 1
2 , then AltProj(x̃) = x̃.

2. If the objective value of (3) is strictly less than 1, then ‖AltProj(x̃)−x̃‖0 ≤ 1.

Proof. Let x̄ = `1-proj(x̃) be an optimal solution for (3). Proof of Part 1: the
assumption implies that |x̄i − x̃i| < 1

2 for all i, which directly implies that
AltProj(x̃) = round(x̄) = x̃.

Proof of Part 2: the assumption implies that there can be at most one index j
with |x̄j−x̃j | ≥ 1

2 , which implies that for all i 6= j, AltProj(x̃)i = round(x̄i) = x̃i
and the result follows. ut

Proof (of Lemma 4). From Lemma 3 we know that

AltProj∗(flip(x̃, J)) = AltProj(flip(x̃, J)),

so it suffices to work with the right-hand side instead. Since x̃ 6= x∗ we have
supp(x̃) 6= supp(x∗). We separate the proof in three cases depending on the
relationship between these supports.

Case 1: supp(x̃) ( supp(x∗): Pick any j ∈ supp(x∗) \ supp(x̃) and notice that
‖flip(x̃, j)− x∗‖0 = ‖x̃− x∗‖0− 1. Notice that both supp(x̃) and supp(flip(x̃, j))
are contained in the support of x∗, and hence we have ax̃ ≤ b and a·flip(x̃, j) ≤ b.
Moreover, since flip(x̃, j) ≥ x̃, it is easy to see that the optimal value of (3) for
flip(x̃, j) is strictly less than that for x̃ (we need to raise fewer variables to make
the point satisfy ax = b), which by Lemma 5 is at most 1

2 . Thus, employing Part
1 of Lemma 6 to flip(x̃, j) gives that AltProj(flip(x̃, j)) = flip(x̃, j), which is the
desired point closer to x∗.

Case 2: supp(x∗) ( supp(x̃): The proof is the same as above, with the only
change that we take j ∈ supp(x̃) \ supp(x∗).

Case 3: The supports supp(x∗) and supp(x̃) are not contained in one another.
In this case ax̃ can be either < b or > b:
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1. If ax̃ < b. Take m ∈ supp(x∗) \ supp(x̃). If a · flip(x̃,m) ≤ b, then we
can argue exactly as in Case 1 to get that AltProj(flip(x̃,m)) = flip(x̃,m),
which is closer to x∗ than x̃. So consider the case a · flip(x̃,m) > b. Take
i ∈ supp(x̃) \ supp(x∗) and consider flip(x̃, {m, i}), which is 2 units closer to
x∗ in Hamming distance.
We claim that the optimal value of (3) for flip(x̃, {m, i}) is strictly less than
1. Suppose a · flip(x̃, {m, i}) ≤ b; since a · flip(x̃,m) > b (notice flip(x̃,m)
is obtained from flip(x̃, {m, i}) by increasing coordinate i to 1), this means
that we can make flip(x̃, {m, i}) satisfy ax = b by increasing coordinate i to
a value strictly less than 1, thus upper bounding the optimum of (3). On the
other hand, consider a ·flip(x̃, {m, i}) > b; notice a ·flip(x̃, i) ≤ a · x̃ < b (the
last uses a running assumption), and thus again we can make flip(x̃, {m, i})
satisfy ax = b by decreasing coordinate m to a value strictly smaller than 1.
This proves the claim.
With this claim in place, we can just employ Part 2 of Lemma 6 to flip(x̃, {m, i})
and triangle inequality to obtain that ‖AltProj(flip(x̃, {m, i})) − x∗‖0 is at
most

1 + ‖flip(x̃, {m, i})− x∗‖0 = 1 + ‖x̃− x∗‖0 − 2,

which gives the desired result.
2. If ax̄ > b. The proof of this case mirrors that of the above case (only with

the inequalities < and > reversed throughout).

ut

C.3 Proof of Remark 1

We show that without re-starting, FP may not converge for a subset sum prob-
lem. Let TT , the number of variables to be flipped, be randomly selected from
the set [t, T ] ∩ Z, where T ∈ Z++. Moreover assume the reasonable convention
that for two variables with equal fractionality, we break ties using their index
number, that is if the xi and xj have the same fractionality and i < j, then xi
is picked before xj to be flipped.

Consider the following subset-sum problem:

max xT+2

s.t. 5x1 + · · ·+ 5xT+1 + 2xT+2 = 5T + 5

xi ∈ {0, 1} ∀ i ∈ [T + 2]

Clearly the LP optimal solution x̄0 is of the form x̄0
T+2 = 1, x̄0

i = 3
5 for some

i ∈ [T + 1] and x̄0
j = 1 for all j ∈ [T + 1] \ {i}. Rounding this we obtain x̃0 which

is of the form x̃0
T+2 = 1 and x̃0

j = 1 for all j ∈ [T+1]. It is also straightforward to

verify that x̃0 is a stalling solution. So that algorithm randomly selects TT from
the set [t, T ] ∩ Z and flips TT variables. Note that only xi has a fractionality of
| 35 − 1| and all the other variables have a fractionality of 0 for some i ∈ [T + 1].
So using the convention for breaking ties, we flip xi and TT − 1 other variables.
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Since TT ≤ T < T + 1, the new point x̃ is of the form x̃T+2 = 1 and x̃j = 0 for
j ∈ S ⊆ [T + 1] and x̃j = 1 for j ∈ [T + 1] \ S. (Note that S can also be ∅ since
we make on assumption on t).

First note that x̃ is not a feasible solution since x̃T+2 = 1. Moreover,

1. If S = ∅, then x̃ = x̃0, a stalling solution visited before.

2. If S 6= ∅, then 5x̃1 + · · ·+ 5x̃T+1 + 2x̃T+2 < 5T + 5 and on projecting to the
LP relaxation we will obtain a point of the form of x̄0. Rounding this again
gives us x̃0, a stalling solution visited before.

This completes the proof.

D Detailed Algorithms

Algorithm 5 WFPdual.ShortCycle

1: Input: x̄, x̃
2: Try to compute a minimal projected certificate ax ≤ b for x̃ (as in Appendix A)
3: if did not find minimal projected certificate then . this means x̃ ∈ projbin P
4: Find ȳ such that (x̃, ȳ) ∈ P , and return it
5: else
6: Let S = supp(a) be the support of the certificate found
7: Pick TT uniformly at random from {T/2, . . . , 3T/2}
8: Let F ⊆ [n] be the set of components with positive fractionality |x̃i − x̄i|
9: Select min{TT, |F |} indices in F with largest fracionalities

10: Select uniformly at random min{|S|, TT − |F |} indices from S
11: Store x̄ if it is dangerous
12: Set x̃i = 1− x̃i for all selected indices i . flip all selected variables
13: end if

Algorithm 6 WFPbase.ShortCycle

1: Input x̃, x̄, ȳ
2: Let I be the indices of all infeasible constraints for (x̃, ȳ)
3: Let S =

⋃
i∈I Si, where Si is the support of the ith constraint

4: Pick TT uniformly at random from {T/2, . . . , 3T/2}
5: Let F ⊆ [n] be the set of components with positive fractionality |x̃i − x̄i|
6: Select min{TT, |F |} indices in F with largest fracionalities
7: Select uniformly at random min{|S|, TT − |F |} indices from S
8: Store x̄ if it is dangerous
9: Set x̃i = 1− x̃i for all selected indices i . flip all selected variables
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Algorithm 7 WFPless.ShortCycle

1: Input x̃, x̄, ȳ
2: Let I be the indices of all infeasible constraints for (x̃, ȳ)
3: Let S =

⋃
i∈I Si, where Si is the support of the ith constraint

4: Pick TT uniformly at random from {T/2, . . . , 3T/2}
5: Let F ⊆ [n] be the set of components with positive fractionality |x̃i − x̄i|
6: Select min{TT −Nf , |F |} indices in F with largest fracionalities
7: Select uniformly at random min{|S|, TT − |F |+ Nf} indices from S
8: Store x̄ if it is dangerous
9: Set x̃i = 1− x̃i for all selected indices i . flip all selected variables

E Log-normality: goodness-of-fit and confidence intervals

A random variable X is said to have log-normal distribution if ln(X) is normally
distributed. Log-normal distributions appear in many contexts with non-negative
data, such as disease epidemics, income distribution, and multimedia file size.

Goodness-of-fit. The distributions of the number of iterations across the repeti-
tions of our computational experiments fit quite well a log-normal distribution
for all the algorithms tested. Figure 1 shows a normal quantile-quantile plot
for the log of the number of iterations, for instances 10teams (an instance with
a “medium” number of iterations) and momentum1 (an instance with a “large”
number of iterations). The almost linear behavior of the plots indicate good fit
with log-normal distributions. Moreover, the Kolmogorov-Smirnov test (for the
null-hypothesis that the distribution is log-normal) indicated a p-value of > 0.15
for 7 out of these 8 combinations of instance/algorithms (the only exception is
FPorig on instance momentum1, where the truncation of 2,000 iterations plays a
significant role); this gives further indication of the log-normality of the number
of iterations.

Fig. 1. Quantile-quantile plots for the log of number of iterations across different trials.
The top four are the plots for instance 10teams, for algorithms FPorig, WFPbase,
WFPdual, and WFPless, respectively. The bottom four are the respective plots for
the instance momentum1.
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Confidence intervals. For deriving the confidence intervals for the average num-
ber of iterations of the algorithms we have run, we used the modified Cox method
[14], suitable for log-normal distributions. To describe the confidence intervals,
suppose a1, . . . , an are samples from a log-normal distribution, and let āi = ln ai
be the log-transformed samples. Let µ̄ := 1

n

∑
i āi be the sample average of the

transformed samples, and σ̄2 := 1
n−1

∑
i(āi− µ̄)2 the sample variance. The mod-

ified Cox method suggest the following p% confidence interval for the mean of
the original distribution:

exp

(
µ̄+

σ̄2

2
± tp

√
σ̄2

n
+

σ̄4

2(n− 1)

)
,

where tp is the t-score at p% with n−1 degrees of freedom (i.e. if Z has Student-t
distribution with n − 1 degrees of freedom, then Pr(|Z| ≤ tp) = p

100 ). This is a
more conservative (i.e. wider) interval than the one given by the Cox method,
which instead of t-scores uses z-scores based on the standard normal distribution.

F Complete computational results

F.1 2-stage stochastic programming instances

The table below reports the averages for each setting of parameters used to
construct the instances. The first parameter is the value of k (number of 2nd
stage scenarios), the second is value of n0 = . . . = nk (number of variables in
each part, including first stage), and the third is the number of constraint in
each Ax+Bizi ≥ bi.

Table 4. 2-stage stochastic programming instances averages for each parameter setting

FPorig WFPbase WFPdual WFPless
param setting avg iter avg time avg iter avg time avg iter avg time avg iter avg time

20, 20, 20 1900.76 7.51 384.21 1.49 356.42 2.06 427.03 1.64
20, 20, 10 937.14 3.42 72.26 0.26 75.61 0.36 78.17 0.28
20, 10, 20 1307.94 2.84 31.24 0.08 29.26 0.11 27.07 0.06
20, 10, 10 690.23 1.41 13.56 0.03 14.03 0.05 12.96 0.03
10, 20, 20 1197.36 2.77 251.62 0.57 214.44 0.72 235.50 0.54
10, 20, 10 127.51 0.27 30.16 0.07 28.74 0.08 30.30 0.07
10, 10, 20 350.60 0.51 21.07 0.04 19.77 0.05 21.82 0.04
10, 10, 10 168.35 0.23 10.41 0.01 10.90 0.02 11.27 0.01
5, 20, 20 158.37 0.25 52.10 0.08 55.68 0.13 57.62 0.09
5, 20, 10 33.57 0.05 9.72 0.01 9.60 0.01 10.18 0.01
5, 10, 20 113.88 0.13 11.57 0.00 11.94 0.01 12.03 0.00
5, 10, 10 56.08 0.06 3.17 0.00 3.21 0.00 3.18 0.00

average 586.82 1.62 74.26 0.22 69.13 0.30 77.26 0.23
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F.2 MIPLIB 2003

In Table 5 we present average number of iterations and running-time for each
of the MIPIB 2003 instances, and in Table 6 how many times the algorithms
reached the 2,000 iterations limit.

Table 5. Averages for individual MIPLIB 2013 instances

FPorig WFPbase WFPdual WFPless
Instance avg iter avg time avg iter avg time avg iter avg time avg iter avg time

10teams 111.83 6.57 120.03 7.03 151.9 19.9 149.9 8.73
A1C1S1 34.43 8.23 8.6 3.03 8.33 6.07 8.6 3.17
aflow30a 31.87 0.17 31.1 0.2 36.07 1.37 32.87 0.2
aflow40b 18.3 0.4 8.5 0.27 8.63 1.57 11.47 0.33
air04 7.5 16.27 8.37 20.83 9.23 21.83 7 17.3
air05 1 2.07 1 2.03 1 2.03 1 2.07
cap6000 5.2 0.57 11.63 1 5.67 0.73 5.2 0.57
dano3mip 6 54.63 9.97 69.67 9.17 96.37 8.83 68.8
danoint 140.5 2 4 0.1 4 0.2 4 0.1
ds 419.37 4666.4 406.6 4523.97 415.5 4514.27 345 3811.3

fast0507 1 5.8 1 5.77 1 5.83 1 5.77
fiber 5.27 0 2.07 0 2 0.1 2.07 0
fixnet6 110.1 0.63 4.7 0 4.87 0.2 4.77 0
glass4 423.47 1.1 187.33 0.5 167.17 3.77 243.17 0.67
harp2 1067.07 22.53 75.83 1.67 84.07 1.8 77.1 1.6
liu 0 0 0 0 0 0 0 0
markshare1 0 0 0 0 0 0 0 0
markshare2 0 0 0 0 0 0 0 0
mas74 1 0 1 0 1 0 1 0
mas76 1 0 1 0 1 0 1 0

misc07 118.4 0.3 124.8 0.33 104.03 1.63 93.67 0.27
mkc 2.43 0.3 2.1 0.3 2.27 2.03 2.17 0.3
mod011 0 0.5 0 0.5 0 0.5 0 0.5
modglob 0 0 0 0 0 0 0 0
momentum1 1174.63 1088 1064.33 1349.87 878 3948.3 1095 1290.7
net12 354.2 69.57 130.1 32.57 176.47 415.17 138.07 32.5
nsrand-ipx 4.47 0.7 4.4 0.8 4.27 31.83 4.67 0.83
nw04 0 3.17 0 3.17 0 3.13 0 3.2
opt1217 0 0 0 0 0 0 0 0
p2756 2000 49.4 35.7 0.83 34.73 0.9 37.47 0.8

pk1 0 0 0 0 0 0 0 0
pp08a 6.8 0 4 0 4 0 4 0
pp08aCUTS 5.4 0 4 0 4 0 4 0
protfold 416.8 89.77 660.97 152.63 364.77 81.67 440.33 94.1
qiu 5.8 0.13 3.03 0.1 2.77 0.3 3.27 0.1
set1ch 3.13 0 2 0 2 0.1 2 0
seymour 8.27 5.1 8.13 5.17 8.3 5.13 7.9 5.13
sp97ar 3.77 7 3.7 7.03 3.53 6.97 3.83 7.13
swath 141.03 11.33 171.2 17.9 148.93 145.53 127.57 13.77
t1717 29.23 72.07 28.7 70.1 28.47 70.37 31.53 77.4

tr12-30 186.93 1.5 12.37 0.1 13.03 0.9 13.13 0.13
van 3 181.27 3 185.1 3.07 247 4.43 276.2
vpm2 5.73 0 3.13 0 3.2 0 3.4 0
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Table 6. Number of repetitions (out of 30) where the 2,000 iterations limit was reached.
For only the four problems reported at least one of the methods reached the iterations
limit.

instance FPorig WFPbase WFPdual WFPless

harp2 8 0 0 0
momentum1 10 3 4 6
p2756 30 0 0 0
protfold 0 1 0 0

G Confidence intervals for MIPLIB 2003 instances

The figure below shows 95% confidence intervals (computed according to Ap-
pendix E) for the average number of iterations for algorithms FPorig and WF-
Pless.


