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Abstract In this paper we propose a new use of Machine Learning together with
Mathematical Optimization. We investigate the question of whether a machine,
trained on a large number of optimized solutions, can accurately estimate the value
of the optimized solution for new instances. We focus on instances of a specific
problem, namely, the offshore wind farm layout optimization problem. In this prob-
lem an offshore site is given, together with the wind statistics and the characteristics
of the turbines that need to be built. The optimization wants to determine the optimal
allocation of turbines to maximize the park power production, taking the mutual in-
terference between turbines into account. Mixed Integer Programming models and
other state-of-the-art optimization techniques, have been developed to solve this
problem. Starting with a dataset of 2000+ optimized layouts found by the optimizer,
we used supervised learning to estimate the production of new wind parks. Our
results show that Machine Learning is able to well estimate the optimal value of
offshore wind farm layout problems.
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1 Introduction

Mathematical Optimization (MO) and Machine Learning (ML) are two very popu-
lar disciplines. A successful application of the two together arises in the so-called
Prescriptive Analytics field [2], where ML is used to predict a phenomenon, and
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MO techniques are used to optimize an objective over that prediction. In the present
work, we will instead investigate a different way to merge MO and ML, where the
optimization model comes first, and its optimized solutions are used as training set
for Linear Regression and Neural Networks. The idea can be used for many differ-
ent optimization problems and applications (transport, logistic, scheduling,etc.). We
will focus on a specific application, already studied by the first author in [5], namely
the offshore wind park layout optimization problem.

The wind farm layout optimization problem consists of finding an optimal allo-
cation of turbines in a given offshore site, to maximize the park power production.
A particularly challenging feature of this problem is the interaction between tur-
bines, also known as wake effect. The wake effect is the interference phenomenon
for which, if two turbines are located close to each other, the upwind one creates a
shadow on the one behind. This is of great importance in the design of the layout
since it results into a loss of power production for the turbine downstream, that is
also subject to a possibly strong turbulence. For many years, this problem has been
unknown or underestimated, and old wind parks have been designed with a very reg-
ular (and highly wake-affected) layout. It was estimated in [1] that, for large offshore
wind farms, the average power loss due to turbine wakes is around 10-20% of the
total energy production. It is then obvious that power production can increase signif-
icantly if the wind farm layout is properly optimized. However, the large size of the
problem, the complexity of the wake effect, and the presence of other constraints,
makes it impossible to create a good layout without the usage of an advanced opti-
mization tool. Since the difference in power production between optimized solution
and unoptimized ones can be significant, it is even difficult to estimate the potential
power production of a site, without running a complete optimization of the layout.
In this paper, we aim at developing a ML algorithm able to better estimate the po-
tential of a site, without running a complete optimization. Such a ML algorithm
could be used, for example, in an early stage of the project, when the company has
to decide where to build the park. Having, for example, the possibility of selecting
among a (possibly) large number of offshore sites, the ML algorithm could quickly
estimate which of the sites has the higher expected power. Once the site is selected,
a detailed (and more time-consuming) optimization can be run to define the actual
layout. To be more specific, in the present paper we address the case where a com-
pany wants to construct a specific number of turbines in an offshore area. Even if the
production would increase by spreading the turbines to reduce the wake effect, the
infrastructure costs to connect turbines very far away would also increase. Therefore
we assume that, even if a large sea area is available, the company would discretize
it in a number of smaller rectangular sites. These sites will typically have different
dimensions, and the wind can greatly vary from site to site. The company could
also be interested in investigating the potential of different sites for different turbine
types. We therefore considered rectangular instances of different dimensions, with
different wind scenarios (taken from real-world parks) and with different turbine
types. We defined and optimized over 2000 instances using the MO tool developed
in [5]. The power production of all these optimized instances is used as training set
for our ML algorithm.
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A distinctive feature of our work is that we do not expect to estimate the optimal
solution (which is arguably very problematic for the ML state of the art), but we
content ourselves with the estimate of the optimal value of it.

2 The optimization model

At the optimization stage, an offshore site is given together with the wind statistics
in the site. We are asked to determine the optimal allocation of turbines in the area,
in order to maximize the park power production. The optimization needs to consider
that a minimum and maximum number of turbines can be built, a minimal separa-
tion distance must be guaranteed between two turbines to ensure that the blades do
not physically clash (turbine distance constraints), and the power loss due to wake
effect.

We first discretize the area in a number of possible turbine positions. Let V denote
this set and let

• Ii j be the interference (loss of power) experienced at position j when a turbine is
installed at position i, with I j j = 0 for all j ∈V ;

• Pi be the power that a turbine would produce if built (alone) at position i. We
used a Jensen’s model to compute it [6];

• NMIN and NMAX be the minimum and maximum number of turbines that can be
built, respectively;

• DMIN be the minimum distance between two turbines;
• dist(i, j) be the symmetric distance between positions i and j.

In addition, let GI = (V,EI) denote the incompatibility graph with EI = {[i, j] : i, j ∈
V, dist(i, j)< DMIN , j > i}.

In our model, we define binary variables xi for each i ∈ V to indicate whether a
turbine is built in position i (xi = 1) or not (xi = 0). The quadratic objective function
(to be maximized) reads ∑i∈V Pixi−∑i∈V (∑ j∈V Ii jx j)xi and can be restated as

∑
i∈V

(Pixi−wi) (1)

where

wi :=
(

∑
j∈V

Ii jx j
)

xi =

{
∑ j∈V Ii jx j if xi = 1;
0 if xi = 0

denotes the total interference caused by position i. Our MILP model then reads
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max z = ∑i∈V (Pixi−wi) (2)
s.t. NMIN ≤ ∑i∈V xi ≤ NMAX (3)

xi + x j ≤ 1 ∀{i, j} ∈ EI (4)

∑ j∈V Ii jx j ≤ wi +Mi(1− xi) ∀i ∈V (5)
xi ∈ {0,1} ∀i ∈V (6)

wi ≥ 0 ∀i ∈V (7)

where the big-M terms Mi = ∑ j∈V
[i, j]6∈EI

Ii j are used to deactivate constraint (5) in case

xi = 0. Note that constraint (3) can be used to impose the construction of a fixed
number of turbines by setting NMIN = NMAX . Note that the power production Pi
and the interference value Ii j vary with the wind. Using statistical data, one can in
fact collect a large number, say K, of wind scenarios k, each associated with its
own Pk

i , I
k
i j and with a probability πk. As shown in [5], one can take wind scenarios

into account in our model by simply defining Pi :=
K

∑
k=1

πkPk
i (i ∈ V ) and Ii j :=

K

∑
k=1

πkIk
i j (i, j ∈V ).

To solve large-scale instances (with 20 000+ possible positions) some ad-hoc
heuristics and a MILP-based proximity search [4] heuristic has been used on top of
this basic model. We refer the interested reader to [5] for details.

3 Data Generation

We used the model presented in Section 2 to determine the optimized power produc-
tion of a large number of realistic instances. These instances have been created by
considering rectangular areas of different sizes, different turbine types, and different
wind statistics from different real-world sites. In particular, we generated different
sites by generating sets of possible points on a regular grid (10m point-to-point
distance) inside rectangles of different dimensions (all possible combinations of
edge sizes 6000, 7000, 8000, 9000, 10000, 11000, 12000, 13000 and 14000m). We
computed power production and interference based on the data from the following
real-world turbines:

• Adwen 8 MW, with a rotor diameter of 180m;
• Vestas 8.4 MW, with a rotor diameter of 164m;
• Siemens 7 MW, with a rotor diameter of 154m;
• Vestas 8 MW, with a rotor diameter of 164m;
• Siemens 3.2 MW, with a rotor diameter of 113m;
• Siemens 2.3 MW, with a rotor diameter of 101m.

Note that different rated powers and different rotor diameters affect the power pro-
duction Pi and the interference Ii j of each turbine and therefore the total power pro-
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duction of the park. Finally, we considered different real-world wind statistics for the
wind scenarios, namely from the real offshore wind parks named Borssele 1 and 2,
Borssele 3 and 4, Danish Krigers Flak and Ormonde. These parks are in-operation
or under-construction parks located in the Netherlands, Denmark, and the United
Kingdom. By considering all the possible combinations of sites, turbine types and
winds, we obtained 2268 instances. We imposed that a fixed number of 50 turbines
need to be located in the site, at a minimum distance of 5 rotor diameters. For each
instance we computed:

1) the so-called gross production, i.e., the power production of the optimized solu-
tion neglecting the interference factor (this is an upper bound of the optimized
power production of the site);

2) the optimized layout and its power production.

Note that 1) requires very short computational time and can be calculated in a pre-
processing step. Optimization for the difficult case 2) was instead obtained through
the MILP-based heuristic of [5], with a time limit of 1 hour on a standard PC using
IBM ILOG CPLEX 12.6.

The output of the optimization has been used to train the ML models presented
in Section 4, where the results of case 1) are considered as input features, while 2)
is the figure that we aim at estimating.

4 Machine Learning

Feature definition is a key point in the development of ML models. In particular,
we need to give to the ML model valuable information on the turbine type used, the
wind and the site. In order to asses which is the most useful information to consider,
we used our knowledge of the problem and different visualizations of the data. We
concluded our analysis by selecting the following features:

• the rated power of the turbine: this is the maximum power (MW) that the turbine
can produce (at high wind speeds); this feature describes the turbine model, and
impacts both park production and interference;

• the rotor diameter of the turbine: this describes the dimension of the turbine and
impacts the interference and the minimum distance between turbines;

• the gross power production: this capture the wind in the site;
• the area (in m2) of the site;
• the ratio between the two edges of the rectangle: this capture the shape of the

site.

Note that, in order for our ML models to work, we need to encode our features in a
way that is easy for the model to interpret. This is why, for example, we preferred
to use the ratio between the edges instead of their individual length. In the same
way, we did not explicitly pass the wind statistics of the site to the ML model , but
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we used instead the gross production (that gives richer information, as it relates the
wind with the turbine type used).

Finally, instead of directly estimating the optimized production of a site, we esti-
mate its normalized difference from the gross production, defined as

reduction =
gross production - optimized production

gross production
(8)

This is a value between 0 and 1 that can easily be compared between instances
with production of different scales.

We defined two different ML models to estimate the reduction in power produc-
tion due to the interference, namely: Linear Regression and Neural Networks (NNs).
In addition, we also defined a simple baseline model (denoted in the following as
Mean Value), that regardless of its input always predicts the mean reduction of the
training set. This last model mimics what is normally done by humans, and is used
for comparison.

We provided the previously described features on input to the ML models, orga-
nizing them in a vector x. The estimated reduction in power production ŷ was then
modelled through a function f that depends on some unknown parameters w to be
learned during the training phase, i.e. ŷ = f (w,x) . We used the Root Mean Squared
Error (RMSE) [3] to measure the quality of our ML models. RMSE gives a good de-
scription of the deviation between the predictions of the model and the true values,
and is therefore widely used in the ML community to evaluate regression models.
Given a training data set containing input-output pairs {(xn,yn),n = 1, . . . ,Ntrain},
the RMSE formula reads:

E(w) =

√√√√ 1
Ntrain

Ntrain

∑
n=1

(yn− ŷn)2 =

√√√√ 1
Ntrain

Ntrain

∑
n=1

(yn− f (w,xn))2

where E(w) is minimized when our estimate ŷn is as close as possible to the “real
value” yn. The optimal parameters w? for our ML models are therefore found as
w? = argminw E(w).

5 Preliminary Results

We defined the training set by randomly choosing 60% of the 2268 generated in-
stances. The remaining 40% of the instances is only used for testing purposes (test
set), and will give us a measure of how much our models generalize to previously-
unseen data. As these models are very sensitive to different scaling of the input
features, we standardize all the features to have mean 0 and standard deviation 1
over the training set.

For NNs we choose the different parameters (number of layers, number of hidden
units, learning rate, amount of weight regularization and activation function) using
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the scikit-learn [7] function GridSearchCV, that exhaustively considers all param-
eter combinations on a grid (5-fold cross-validated on the training set). According
to our tests, the best architecture is a single-layer neural network with 20 hidden
units and hyperbolic tangent non-linearity. All the models were implemented using
Python’s machine learning library scikit-learn [7].

In Table 1 we compare the performance of the models in terms of RMSE on the
test set. We see that both the baseline Mean Value estimator and Linear Regression
are outperformed by the NN, suggesting that modelling non-linearities is funda-
mental for the task in hand. In Figure 1 we visualize the test set predictions: on the
y-axis we report the true reduction and on the x-axis its estimate from the model.
Each point in the graph represents a test instance. If the predictions were perfect,
all points should lay on the y = x line (in red in the plot). The Mean Value strategy
predicts always the same value (so it appears as a vertical line in the plot) and fails
in capturing the problem complexity. The Linear Prediction strategy tends to under-
estimate the reduction (for low or high reduction values) or to overestimate it (for
middle reduction values). NNs, instead, are able to estimate the reduction well (in
the figure, all points are close to the y = x line). The comparison between NNs and
Mean Value, in particular, shows the importance of using ML instead of a manual
operator to analyse the data.

Model RMSE

Mean Value 0.0235
Linear Regression 0.0101
Neural Network 0.0059

Table 1: RMSE of the test set for the different models.

Note that all the training data come from optimized solutions: without having an
MO optimizer, the company would probably estimate the value of a site by consider-
ing suboptimal layouts, e.g., a layout with turbines on a regular grid. If we compare
the production of a layout of 50 turbines on a regular grid (with 5-rotor-diameter
distance between adjacent turbines) with the production of an optimized layout on
the same site, the difference in our instances can be as high as 13%. This shows the
importance of using MO models in the training phase.

6 Conclusions and future work

The present preliminary work showed the relevance of using MO and ML tech-
niques together. We have shown that ML techniques (NNs in particular), trained
on a large number of optimized solutions, could well predict the optimal value of
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(a) Mean Value (b) Linear Regression (c) Neural Network

Fig. 1: Comparison between the predicted reductions ŷ (x axis) and the true reduc-
tions y (y axis) of the test set. The optimal predictions are shown with the dashed
red line.

new instances of the same problem. In this work, we have focused on the wind park
layout problem.

A possible extension of the model could be to allow for different numbers of
turbines or different shapes of the park site (not only rectangles). Finally, other ML
models could be developed and compared on a larger dataset. More ambitiously,
future work could investigate the application of our approach to different OR prob-
lems. One could, indeed, address the problem of estimating the optimal value of an
optimization problem by using ML algorithms trained on optimized solutions com-
puted by time-consuming MO solvers. This estimate can be of interest by itself (as
in the wind farm application studied in this paper), but can also be very useful, e.g.,
for heuristic node pruning in a branch-and-bound solution scheme.
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