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ABSTRACT
Rectilinear Steiner arborescences under linear delay constraints

play an important role for buffering. We present exact algorithms

for either minimizing the total length subject to delay constraints,

or minimizing the total length plus the (weighted) absolute total

negative slack.

Our main theoretical contribution is the first minimum cost

flow formulation for embedding Steiner arborescences at minimum

length subject to delay constraints, resulting in the first strongly

polynomial time algorithm for this subproblem.

We use the minimum cost flow formulation to quickly compute

lower bounds in a branch-&-bound algorithm for optimum Steiner

arborescences. We demonstrate the benefit of our new algorithm

experimentally.
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1 INTRODUCTION
Buffer insertion is a central task in chip design. Often this step is

subdivided into topology generation and subsequent buffer inser-

tion. Here, we focus on the topology generation.

Formally, we are given a set T of sinks and a root r , which are

embedded into the plane by a function p̄ : T ∪ {r } 7→ R2
. A solution,

which we also call (embedded) topology for T + r , is a tuple (A,p),
where A is an arborescence rooted at r and p : V (A) 7→ R2

maps

the vertices into the plane such that p (v ) = p̄ (v ) for all v ∈ T ∪ {r }.
Furthermore, we are given delay bounds rat (t ) for all t ∈ T . The

delay from r to a sink v ∈ V (A) is defined as

delayA,p (v ) :=
∑

e=(v ′,w ′)∈E (A[r ,v ])

p (v
′) − p (w ′)1

, (1)

where A
[r,v]

denotes the unique r -v-path in A.
By allowing to map multiple vertices to a common position, we

may always assume that the out-degree at r is |δ+ (r ) | = 1, the sinks
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t ∈ T are sinks in A, i.e. |δ+ (T ) | = 0, and have fan-in |δ− (t ) | = 1.

Furthermore, we may assume |δ+ (v ) | = 2 for all Steiner vertices

v ∈ S := V (A)\(T∪{r }). This can be achieved by iteratively splitting
vertices and contracting edges in any given arborescenceAwithout

increasing the total length nor any path length in the embedded

arborescence. We will henceforth assume these properties, which

will simplify the notion of our algorithms. They are also required

in the following generalized delay model.

In a more accurate delay model, after buffering, the capacitances

of side branches increase the delay of a path, which is not reflected

by (1). To mitigate this deficiency, delay penalties on the Steiner

vertices were proposed in [3]. They consider a constant bifurcation

delay penalty b ∈ R≥0 per Steiner vertex on a path. With these

penalties the delay to v ∈ V (A) generalizes to

delayA,p (v ) :=
∑

e=(v ′,w ′)∈E (A
[r ,v ]

)

p (v ) − p (w )1
+b
(
|E (A

[r,v]
) | − 1

)
.

(2)

For b = 0, (1) and (2) coincide, and we will always assume the more

general notion of delay (2) from now on, possibly with b = 0.

A topology Ameets the required arrival times if its worst slack
is non-negative:

ws(A,p) := min

t ∈T
{rat (t ) − delayA,p (t )} ≥ 0. (3)

In the delay bounded Steiner arborescence (DBSA) problem , we

look for a topology (A,p) of minimum total length

length(A,p) :=
∑

(v,w )∈E (A)

p (v ) − p (w )1
.

satisfying ws(A,p) ≥ 0. A variant is the total negative slack Steiner
arborescence (TNSSA) problem , where we look for a solution (A,p)
minimizing∑
(v,w )∈E (A)

p (v ) − p (w )1
+ λ
∑
t ∈T

max{0, delayA,p (t ) − rat (t )},

where λ ∈ R is a parameter balancing total length and total negative

slack (TNS).

Note that checking whether a feasible topology exists is easy,

because all Steiner vertices can be placed at p̄ (r ). If b = 0, an

instance is feasible, if and only if
p (r ) − p (t )1

≤ rat (t ) for all
t ∈ T . If b > 0, we can use Huffman coding to check feasibility in

O ( |T | log |T |) time, see [3] for details.

Figure 1 shows examples of topologies. When n sinks are ar-

ranged on the line segment in the north-east quadrant of distance

one from r with uniform spacing, a minimum shortest path Steiner

arborescence has length o(logn), whereas a shortest arborescence
in the middle has length 3. If some sinks are uncritical, we may

save length by allowing detours on the right.
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r

(a) A minimum shortest

path Steiner arborescence

of length o (log |T |).

r

(b) An arborescence

of (constant) minimum

length < 3.

r

(c) A delay bounded topol-

ogy allowing detours to un-

critical (green) sinks.

Figure 1: Examples of arborescences for a root r (red) and
terminals (blue (critical) or green (uncritical)).

Our problem variants are similar to the minimum shortest path

Steiner arborescence problem (MSPSA) problem, where all source-

sink paths have to be shortest paths. A 2-approximation for recti-

linear MSPSA was proposed by [19].

There are multiple exact algorithms for MSPSA, e.g. integer

programming [16] or dynamic programming [7], who also review

multiple heuristics and exact algorithms for MSPSA. However as

Figure 1 indicates, an MSPSA can be by a logarithmic factor longer

than a minimum Steiner arborescence. If only a subset of sinks is

critical, an MSPSA may lead to a superfluous length.

A further major contribution in the area of Steiner arborescences

is the bicriteria approximation algorithm by Cong et al. [6]. For

b = 0 and ϵ > 0 it computes a topology where the maximum path

delay is at most (1 + ϵ ) max{p (r ) − p (t )1
: t ∈ T } and the total

length at most (1 + 2

ϵ ) times the length of a minimum spanning

tree forT ∪ {r }. The delay guarantee was improved to delay (A,p ) ≤
(1 + ϵ )rat (t ) and length at most (1 + log

2

ϵ ) · α · SMT (T ∪ {r }),
where α is the approximation factor for computing a minimum

Steiner tree and SMT (T ∪ {r }) the length of a minimum Steiner tree

[10, 11]. Recently, a similar algorithm for the special case α = 1.5

was presented in [5]. The variant in [11] also extends to bifurcation

delay penalties b > 0 with delay (A,p ) (t ) ≤ (1+ϵ )rat (t ) + 2b (t ∈ T )

and length(A,p) ≤ (1 + 2

ϵ ) · α · SMT (T ∪ {r }) + 4bn
ϵ .

The minimum length embedding of a given arborescence A sub-

ject to delay bounds was considered in [15], who presents a combi-

natorial algorithm with a running time of O
(
log(p̄max)n

3

)
, where

p̄max = max{p̄ (v )∞ : v ∈ T ∪ {r },d ∈ {x ,y}}. It iterates dynamic

programming on scaled instances.

Further approaches for the generation or appropriate modifica-

tion of topologies and their buffering can be found in [2, 12–14, 18].

All these algorithms are fast and usually give good results. Fur-

thermore, [1] suggest that the overhead of timing-driven Steiner

trees is practically negligible.

Nevertheless, in parts of the chip that are highly congested or

timing critical, saving a few percent in netlength or improving

delays can be critical for design closure, and is the aim of this work.

1.1 Contributions
The contributions of this paper are as follows:

(1) New minimum cost flow models for embedding a Steiner

arborescence into the plane, minimizing wire length subject

to delay bounds, or absolute total negative slack subject to a

worst slack threshold. Our models establish the first strongly

polynomial algorithms for the embedding, which are also

simpler and faster than the previously best known algorithm

[15].

(2) A new branch-&-bound algorithm for computing optimum

DBSA or TNSSA solutions,

(3) Experimental results, demonstrating the benefit of our new

algorithm when optimizing small instances, post-optimizing

small and large instances, or simply embedding a given topol-

ogy optimally.

The paper is organized as follows. In Section 2, we present our

minimum cost flow models for optimally embedding a given ar-

borescence A into the plane. Then in Section 3, we present the

branch-&-bound algorithm. Finally, in Section 4 we present experi-

mental results.

2 EMBEDDING ARBORESCENCES
In this section, we show how the optimum embedding of an ar-

borescence A, i.e. computing an optimum map p, can be modeled

as a minimum cost flow problem, allowing fast practical running

times. We may assume b = 0 throughout the embedding, because

we can use

rat (t ) − b
(
|E (A

[r,v]
) | − 1

)
(t ∈ T )

as delay bounds. Furthermore, we can assume that the arborescence

allows a feasible embedding. Feasibility can be checked in linear

time by traversing all sinks and comparing their distance from r
with the delay bound.

2.1 Minimum Cost Flow Model for DBSA
We are given an instance (T , r , p̄, rat) of DBSA together with an

arborescence A. Then computing a minimum length embedding p
can be formulated as a linear program:

min

∑
e ∈E (A)

(
lxe + l

y
e
)

(4)

pdv − p
d
w − l

d
e ≤ 0 (e = (v,w ) ∈ E (A),d ∈ {x ,y}),

−pdv + p
d
w − l

d
e ≤ 0 (e = (v,w ) ∈ E (A),d ∈ {x ,y}),

pdv = p̄dv (v ∈ T ∪ {r }),d ∈ {x ,y}∑
e ∈E (A

[r ,t ]
)

lxe + l
y
e ≤ rat (t ) (t ∈ T ).

A variable lde (e ∈ E (A),d ∈ {x ,y} denotes the length of edge e ∈

E (A) in dimension d ∈ {x ,y}, and a variable pdv denotes the position

of vertex v ∈ V (A) in dimension d ∈ {x ,y}. The resulting mapping

is given by p (v ) = (pxv ,p
y
v ) for v ∈ V (A). The first two sets of

inequalities guarantee |pdv−p
d
w | ≤ lde for all edges e = (v,w ) ∈ E (A).

The subsequent set of equations determines the pre-placement of

the root and the sinks, and the last set of inequalities guarantee

that the delay to a sink t ∈ T does not exceed its bound rat (t ).
Without the last set of inequalities, the LP would simply mini-

mize the total length of the embedding, and the LP is the dual of a

minimum cost flow problem.

To derive an equivalent minimum cost flow model that is includ-

ing the delay constraints, we also consider the dual problem.
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Let (αde )e ∈E (A),d ∈{x,y } denote the dual variables for the first set

of rows, (βde )e ∈E (A),d ∈{x,y } for the second set of rows, (π
d
t )t ∈T∪{r }

for the third set of rows, and (σt )t ∈T for the delay bounds. The

dual problem is

max

∑
v ∈T∪{r },d ∈{x,y }

p̄dvπ
d
v +
∑
t ∈T

rat (t )σt (5)

s.t. for all v ∈ V (A) and d ∈ {x ,y}:∑
e ∈δ+ (v )

(αde − β
d
e ) −

∑
e ∈δ− (v )

(αde − β
d
e ) + 1T∪{r } (v )π

d
v = 0,

for all (e = (v,w ) ∈ E (A) and d ∈ {x ,y}):

−αde − β
d
e +

∑
t ∈T :e ∈E (A

[r ,t ]
)

σt = 1, and

α , β ,σ ≤ 0,

where 1T∪{r } (v ) is the indicator function, which is 1 for all v ∈
T ∪ {r } and zero otherwise. It is used to shorten the notation. As

sinks t ∈ T have only one (entering) incident arc, and r has only one

(leaving) incident arc, we have by the first set of equations πdt =

αd
(v,t ) − βd

(v,t ) for all t ∈ T ,d ∈ {x ,y}, where {(v, t )} = δ− (t ), and

πdr = −α
d
(r,w )

+ βd
(r,w )

for d ∈ {x ,y}, where {(r ,w )} = δ+ (r ). Thus,

we can substitute entries of π by entries α and β . Simultaneously,

we change the sign-constraints of all variables (while inverting

their signs in all terms), and turn the maximization problem into

a minimization. This results in the following equivalent problem,

where S = V (A) \ (T ∪ {r }):

min

∑
d ∈{x,y }

p̄dr (−α
d
er +β

d
er )+

∑
t ∈T

*.
,
rat (t )σt +

∑
d ∈{x,y }

p̄dt (α
d
e t − β

d
e t )

+/
-

(6)∑
e ∈δ+ (v )

(αde − β
d
e ) −

∑
e ∈δ− (v )

(αde − β
d
e ) = 0 (v ∈ S,d ∈ {x ,y})

(7)

αde + β
d
e −

∑
t ∈T :e ∈E (A

[r ,t ]
)

σt = 1

(e = (v,w ) ∈ E (A))
(d ∈ {x ,y})

(8)

α , β,σ ≥ 0 (9)

We nowwill show that the polyhedron defined by (7)-(9) is equiv-

alent to the polyhedron defined by the following set of constraints,

which describe flow constraints.∑
e ∈δ+ (v )

αde −
∑

e ∈δ− (v )

αde =
1

2

(v ∈ S,d ∈ {x ,y}) (10)

∑
e ∈δ+ (v )

βde −
∑

e ∈δ− (v )

βde =
1

2

(v ∈ S,d ∈ {x ,y}) (11)

−αde − β
d
e + σt = −1

(t ∈ T , {e} = δ− (t ))
(d ∈ {x ,y})

(12)

αxe + β
x
e − α

y
e − β

y
e = 0 ({e} = δ+ (r )) (13)

α , β ,σ ≥ 0 (14)

Lemma 1. The constraints (7)–(9) and (10)–(13) describe the same
solution set.

Proof. The sign constraints (9) and (14) are coinciding.

Let α , β , and σ satisfy (10)–(14). Then (7) is satisfied as the dif-

ference of (10) and (11). We will show (8) inductively in bottom-up

order along A from T to r . Clearly, for edges (v, t ) entering a sink
t ∈ T , (8) is equivalent to (12). Now consider a vertex v ∈ S , where
(8) has been shown for all leaving arcs. We show that (8) holds for

its entering arc e ′ = (u,v ). By summing up (10) and (11), we obtain

−1 = αde ′ + β
d
e ′ −

∑
e ∈δ+ (v )

(αde + β
d
e )

= αde ′ + β
d
e ′ −

∑
e ∈δ+ (v )

(1 +
∑

t ∈T :e ∈E (A
[r ,t ]

)

σt )

= αde ′ + β
d
e ′ − 2 −

∑
t ∈T :e ′∈E (A

[r ,t ]
)

σt ,

where the induction hypothesis was used in the second equation,

and the arborescence structure and |δ+ (v ) | = 2 in the last equation,

proving (8).

Now, let α , β , and σ satisfy (7)–(9). Then, (12) follows immedi-

ately from (8) for v = t ∈ T . Similarly, (13) is the difference of the

two equations (8) of the unique arc e = (r ,w ) for d = x and d = y.
Applying (8) to an arc (v,w ) ∈ E (A),w ∈ S , we get

−1 = −
∑

e ∈δ− (w )

(αde + β
d
e ) +

∑
t ∈T :(v,w )∈E (A

[r ,t ]
)

σt

= −
∑

e ∈δ− (w )

(αde + β
d
e ) +

∑
(w,u )∈δ+ (w )

*..
,

∑
t ∈T :(w,u )∈E (A

[r ,t ]
)

σt
+//
-

= −
∑

e ∈δ− (w )

(αde + β
d
e ) +

∑
e ∈δ+ (w )

(αde + β
d
e − 1),

⇔

1 =
∑

e ∈δ+ (w )

(αde + β
d
e ) −

∑
e ∈δ− (w )

(αde + β
d
e ),

where we were using the arborescence structure in the first equa-

tion, recursive substitution of σt in the second equation, and, finally,
|δ+ (w ) | = 2. Adding (7) and dividing the sum by 2, we get (10). Sim-

ilarly, by subtracting (7) and dividing the difference by 2, we get

(11). □

Theorem 2. The length minimization LP (4) can be solved in time
O (n2

logn), where n := |T |.

Proof. By Lemma 1, it suffices to minimize (6) over the poly-

hedron (10)–(14). This is accomplished by the following minimum

cost flow model on a network G, where each variable αde , β
d
e ,σt

will correspond to the flow of an edge.

We constructG, by taking four copies Ax,α ,Ax,β ,Ay,α ,Ay,β of

A. Then, we identify the four representatives of r in a single vertex.

For every t ∈ T , we identify the two representatives in Ax,α ,Ax,β

in a single vertex and the two representatives in Ay,α ,Ay,β in a

single vertex.

Then, we reverse the orientation of the edges in the sub-graphs

Ay,α and Ay,β , which corresponds to multiplying the equations
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v1
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t1

t2

t3

r

1

2
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1

2

1
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−1

−1
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p̄xr

−p̄xr

−p̄xt1

p̄xt1

−p̄xt2

p̄xt2

−p̄xt3

p̄xt3

1

1

1p̄
y
r

− 1

2

−p̄
y
r
− 1

2

− 1

2

− 1

2

−p̄
y
t1

p̄
y
t1

−p̄
y
t2

p̄
y
t2

−p̄
y
t3

p̄
y
t3

rat (t1 )rat (t2 )rat (t3 )

Figure 2: Example of an arborescence (top) and the associ-
ated minimum cost flow network (bottom). Nodes are la-
beled by demand (blue), arcs by their cost (green). Zero de-
mands and costs are omitted.

(10) and (11) by -1. Finally, we add an arc (tx , ty ) for every t ∈ T
and its two representatives tx , ty ∈ G , . Figure 2 shows an example.

Now each of (10), (11), and (12) represents a flow conservation

equality for v ∈ V (G ), with following demands. According to (10)

and (11) each Steiner vertex in one ofAx,α andAx,β gets a demand

of
1

2
, and each Steiner vertex in one ofAy,α andAy,β gets a demand

of − 1

2
. The x-representative of a sink gets demand −1, while the

y-representative of a sink gets a demand of 1. Costs are assigned to

arcs according to (6). There are no edge capacities.

The graph has O (n) vertices and edges, and we can apply the

successive shortest path algorithm [9] to achieve a running time of

O (n2
logn). □

The running time in Theorem 2 improves substantially over the

previously best running time O
(
log(p̄max)n

3

)
by [15].

2.2 Minimum Cost Flow Model for TNSSA
We can adjust the minimum-cost flow model to minimize a combi-

nation of total length and weighted TNS∑
(v,w )∈E (A)

p (v ) − p (w )1
+ λ
∑
t ∈T
·max{0, delayA,p (t ) − rat (t )},

while keeping all slacks larger than a given slack threshold θ ∈ R :

delayA,p (t ) − rat (t ) ≤ θ (t ∈ T ),

where λ ∈ R≥0 is given as input.

This can be achieved by adding a second (parallel) edge between

the two copies tx , ty of a terminal vertex t ∈ T . One for maintaining

θ and the other to minimize the FOM. The construction follows the

same path as in Section 2.1. Depending on λ the successive shortest

path algorithm might not be the fastest choice. But it can be kept

strongly polynomial by standard scaling techniques. Details are

omitted due to space limits.

3 OPTIMIZING TOPOLOGIES
We now describe a branch-&-bound algorithm for computing exact

optimum solutions for the DBSA and the TNSSA problems. We

use the minimum cost flow formulations from the last section for

computing lower bounds.

The general idea is to enumerate all possible arborescences by

adding sinks one-by-one. Thereby, we compute lower bounds for

partial arborescences (Section 3.1), and prune them if the bound

exceeds the currently best known solution. The branch-&-bound

algorithm is shown in Algorithm 1.

A∗ stores the best solution found so far and will be initialized

heuristically. We once sort the sinks in T into an order t1, . . . , tn
(Section 3.2), and start with a partial arborescence connecting t1 to

r . Then, we recursively augment the arborescence, adding the next

sink ti into all edges of the partial topologyA on r , t1, . . . , ti−1. If the

lower bound of the resulting partial topology on r , t1, . . . , ti exceeds
the objective of the currently best solution, we can prune the partial

arborescence (Line 8). Otherwise, we continue adding sinks in this

fashion, until all sinks are added. If the resulting arborescence has

a better objective value than A∗, we update A∗ (Line 9).

Initialize
1 Compute a feasible solution A∗ heuristically;

2 Sort {t1, . . . , tn } = T

3 A = ({r , t1}, {(r , t1)})

4 Extend (A,2);
Function Extend(A, i)

5 for (v,w ) ∈ E (A) do
6 V (A′) = V (A)∪̇{ti , s};

7 E (A′) = E (A) \ {(v,w )} ∪ {(v, s ), (s,w ), (s, ti )};

8 if lower_bound (A′) ≥ objective (A∗) then return;
9 if i = n && objective (A′) < objective (A∗) then A∗ = A′;

10 else if i < n then Extend (A′, i + 1);

Algorithm 1: Branch-&-Bound

3.1 Lower Bounds
Embedding a partial topology A′ optimally on a sub-set of sinks

T ′ = {t1, . . . , ti } ⊂ T as described in Section 2 provides a feasi-

ble lower bound. However, it disregards the unconnected sinks

ti+1, . . . , tn . To strengthen this bound we apply the following ex-

tensions.

To improve the total length lower bound, we add bbox ({r } ∪
T ) − bbox ({r } ∪T ′), which is the difference of the half perimeter

bounding box lengths of r and all sinks and r and the currently

connected sinks. This clearly lower bounds the upcoming length

increase for adding the sinks in T \ T ′. As we use a fixed order

t1, . . . , tn , the numbers bbox (T ∪ {r }) − bbox ({r , t1, . . . , ti }) (1 ≤
i ≤ n) can be pre-computed once in the beginning.

For TNSSA, the absolute total negative slack is also part of the

objective. We can estimate this sum for all yet unconnected sinks

in T \ T ′, by computing a fastest topology for {ti+1, . . . , tn }, r . If
b > 0, this involves Huffman coding [3].
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If the arborescence A′ does not allow a feasible embedding (see

beginning of Section 2), we return +∞ as lower bound, which

always prunes the partial arborescence.

If b = 0, the arborescence does not affect feasibility, as all

Steiner vertices can be placed at p̄ (r ). We can check the feasibility

dist (r , t ) > rat (t ) (t ∈ T ) once during initialization.

3.2 Sorting Sinks
The goal of sorting the sinks is to increase the objective value of the

partial arborescences quickly. We focus on the length and choose

the sinks t1, . . . , tn one by one as follows.

For i = 1, . . . ,n, the i-th sink is chosen as the one that maximizes

bbox ({r , t1, . . . , ti }). We break ties by using the minimum delay

bound rat (ti ) as a secondary criterion.

3.3 Partial Enumeration & Post Optimization
Despite the bounding technique, our enumeration would be too

slow to solve large instances to optimality. For large instances,

we can use a hard bound on the number of enumerated partial

arborescences.

Alternatively, we can use it for post-optimizing any given so-

lution. To this end, we can cover a given arborescence A with

sub-arborescences of bounded size, and restructure them optimally.

For DBSA, we only need to consider the required arrival times

induced by the sub-arborescences. For TNSSA, we need to embed

the arborescence globally to minimize the sum of negative slacks.

4 EXPERIMENTAL RESULTS
We carried out experiments on industrial buffering instances from

microprocessor units in 14 nm and 22 nm technologies. The in-

stances were extracted from an industrial design environment dur-

ing final polishing before routing. All experiments were carried out

sequentially on an AMD EPYC 7601 server.

We conduct two major types of experiments. We compare our

algorithms with minimum shortest path Steiner arborescences and

with the bicriteria approximation algorithm from [11].

4.1 Comparison with MSPSA
We use our enumeration algorithm to compute DBSA and MSPSA

solutions for instances with up to 20 sinks. Throughout these ex-

periments we use b = 0. For MSPSA, we use
p̄ (r ) − p̄ (t )1

as the

delay bound for t ∈ T , and run the branch-&-bound algorithm from

Section 3.

Then, we embed the MSPSA solutions optimally w.r.t. the delay

bounds rat ′(t ) = max{p̄ (r ) − p̄ (t )1
, rat (t )} for t ∈ T , where the

relaxation ensures feasibility and that infeasible sinks must be

connected through a shortest path. These embedding experiments

are denoted by EMB. Finally, we compute optimum topologies w.r.t.

rat ′ and denote these experiments TOP.

By construction, MSPSA, EMB, and TOP, achieve the same worst

slack and total negative slack on each instance, but EMB and TOP

have the freedom to use uncritical sinks to reduce the length.

Table 1 shows how EMB and TOP improve over MSPSA. For each

instance we compute the ratios length(EMB)/length(MSPSA) and
length(TOP )/length(MSPSA). The table shows the minimum (min)

and average (avg) ratios among all instances as well as the ratio

|T | length ratio |T | length ratio

EMB TOP EMB TOP

≤ 5 0.863 0.858 11 – 15 0.862 0.733 min

0.999 0.999 0.991 0.974 avg

# 118 944 1.000 0.999 # 14 099 0.993 0.982 total

6–10 0.821 0.749 16–20 0.839 0.696 min

0.996 0.989 0.986 0.960 avg

# 59 684 0.997 0.993 # 7 407 0.988 0.966 total

Table 1: Comparison to MSPSA (b = 0).

of the total lengths (total) of all instances within each of the four

different instance size classes: |T | ≤ 5, 6 ≤ |T | ≤ 10, 11 ≤ |T | ≤ 15,

and 16 ≤ |T | ≤ 20.

By optimizing the embedding, we can improve the length of

individual instances by almost 18%. The average and total improve-

ments are rather limited. We achieve a 1% improvement on the set

of largest instances. However, as the running time of the embedding

is negligible (compare Table 2), it’s always worth to use it.

As expected, the optimum topologies can improve the length

by up to 30% on individual instances, and the total improvement

increases to 3.4% in the class 16 ≤ |T | ≤ 20.

4.2 Comparison with Bicriteria Algorithm
In this section we compare to topologies computed by the bicriteria

approximation algorithm in [11], which is also used in the industrial

tool and essentially equivalent to [5] for b = 0. Here, we use a

bifurcation penalty b > 0 depending on the chip instance (∼ 4 ps),

and also consider all occuring instances. The largest instance has

951 sinks.

The bicriteria algorithm [11] runs with ϵ = 0.1. We take its

result (A,p) and use max{delay (A,p ) (t ), rat (t )} (t ∈ T ) as delay

bounds. These delay bounds allow us to minimize the length while

avoiding slack degradations compared to the bicriteria result. Then,

we embed A optimally (EMB) and use it to initialize the branch-

&-bound algorithm, bounding the running time, by allowing at

most 270 000 branch-%-bound nodes (TOP). In our experiments we

are able to solve more than 99% of the instances with 10 sinks to

optimality with this restriction.

To strengthen the practical use of our algorithm, we also use it to

post-optimize (PO) the bicriteria arborescenceA, as described in Sec-
tion 3.3. We traverse A bottom-up and optimize subarborescences

with 10 sinks (or fewer if |T | < 10) such that two subarborescences

may have overlapping paths of length 2. For each subarborescence

we apply the branch-&-bound algorithm and let it visit at most

20 000 branch-&-bound nodes. This number of branch-&-bound

nodes is still large enough to solve more than 90% of the instances

with 10 sinks to optimality in our experiments. The delay bounds

are chosen such that the worst slack of the subarborescence is not

worsened.

Table 2 shows the results of EMB, TOP, and PO. We always

compare to the bicriteria result A and measure the differences of

worst slack (∆WS), total negative slack (∆TNS), and length ratio

between the new and the bicriteria topologies. The rows show

maximum, minimum, and average differences or ratios over all

instances in the given size classes.

By construction, the WS never worsens but sometimes improves.

The average and total TNS improve significantly for all methods. In
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|T | ∆WS [ps] ∆TNS [ps] Length Ratio Time [s]

# instances EMB TOP PO EMB TOP PO EMB TOP PO EMB TOP PO

≤10 max 70.9 70.9 70.9 434 680 447 1.000 1.000 1.000 ∼0 1 ∼0

min 0.0 0.0 0.0 0 0 -695 0.760 0.531 0.499 ∼0 ∼0 ∼0

avg 0.1 0.1 0.2 > 0 > 0 > 0 1.000 0.997 0.998 ∼0 ∼0 ∼0

# 356 613 total 107 469 144 033 92 067 1.000 0.997 0.997 15 231 264

11 - 20 max 65.9 65.9 84.2 957 957 595 1.000 1.000 1.000 ∼0 9 1

min 0.0 0.0 0.0 0 0 -905 0.771 0.479 0.430 ∼0 ∼0 ∼0

avg 0.2 0.3 0.9 2 5 1 0.998 0.977 0.971 ∼0 ∼0 ∼0

# 57 900 total 125 046 268 762 34 968 0.998 0.978 0.968 7 26 878 1 158

21 - 100 max 55.6 55.9 59.1 2 365 2 365 2 474 1.000 1.000 1.000 ∼0 24 1

min 0.0 0.0 0.0 0 0 -1 935 0.720 0.562 0.493 ∼0 3 ∼0

avg 0.4 0.6 1.3 14 17 7 0.993 0.990 0.934 ∼0 6 ∼0

# 28 685 total 409 398 497 851 199 308 0.993 0.991 0.932 11 170 395 1 705

≥ 101 max 31.9 31.9 32.3 3 673 3 673 10 211 1.000 1.000 1.000 ∼0 67 3

min 0.0 0.0 0.0 0 0 -7 938 0.784 0.784 0.515 ∼0 ∼0 ∼0

avg 0.7 0.7 1.9 86 85 42 0.987 0.987 0.893 ∼0 14 ∼0

# 2 472 total 211 621 211 621 103 368 0.989 0.989 0.896 5 33 874 623

all total 853 535 1 122 266 429 712 0.997 0.992 0.970 37 231 378 3 750

Table 2: Comparison to bicriteria algorithm[11] (b > 0, ϵ = 0.1)

MSPSA [7]

length: 166851

BICRITERIA [11]

length 164488

DBSA (Sec. 3+4.1)

length 126133

Figure 3: AMSPSA of on the left and a DBSPA of on the right
(multiple vertices share the same position to satisfy the de-
gree constraints).

PO it can worsen occasionally, as only the worst slack is guaranteed,

but on average it also improves substantially.

All methods can improve the length of the solutions. Similarly

to Section 4.1, EMB and TOP achieve big reductions on individual

instances, but have a limited total improvement. PO reduces the

length of individial instances by up to 57% and also improves the

total length of all instances by 3%. Such a reduction can be decisive

on congested designs.

The running times refer to the total sequential running times

of all instances in the given class. The embedding EMB comes at

almost no running time, and also PO is applicable when solving

multiple instances in parallel. As expected, the exact branch-&-

bound algorithm is prohibitively slow on large instances, but can

still be useful to benchmark the quality of other algorithms.

Figure 3 shows the MSPSA, the solution of the bicriteria algo-

rithm [11], and the DBSA on one of the instances using b = 0. The

delay bound of the upper right sink allows for a small detour.

5 CONCLUSIONS
We presented a new minimum cost flow model for optimally em-

bedding a Steiner arborescence into the plane subject to delay

constraints, as well as an exact branch-&-bound algorithm for

computing an optimum topology. Experimentally, we demonstrate

the benefit of delay bounded arborescences for post-processing or

benchmarking, and we compare various variants with minimum

shortest path Steiner arborescences and bicriteria topologies.
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