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Abstract. This paper contains a general discussion on the prediction and 
optimization issues present in dynamic environments, and explains the concept of 
Adaptive Business Intelligence. The paper also presents a real world case study 
on a car distribution system. The problem is set in a dynamic environment and 
requires (1) prediction of prices for cars sold at auction sites, (2) optimization of 
car distribution, and (3) frequent adaptation of the prediction model. 

1. Introduction 
Every problem has an objective. Usually, this is a general statement describing what we are 
looking for.  The objective defines the goal (or set of goals5) for a particular problem. These 
goals are translated into evaluation functions, which provide mappings from the solution 
space to a set of numbers. Thus, evaluation functions assign numeric values for each 
solution for each specified goal. 

Evaluation functions (for single-objective problems) or a set of evaluations functions 
(for multi-objective problems) are key components of any heuristic method (whether 
genetic algorithm, tabu search, simulated annealing, ant system, or even simple hill-
climber), as they define the connection between the method and the problem. Evaluation 
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functions allow comparison of the quality of various candidate solutions, as they are 
responsible for assigning the numeric quality measure to each solution. Note that evaluation 
functions may return just the rank of a candidate solution among a set of solutions, a 
precise number (when the evaluation function is defined as a closed formula), or may 
include various components (as penalty expressions for cases when a candidate solution 
violates some problem-specific constraints). 

Many real world problems are set in uncertain (possibly changing) environments. There 
is a general agreement [1] that such uncertainties can be categorized into four classes: (1) 
noise, (2) robustness, (3) approximation, and (4) time-varying environments. Consequently, 
evaluation functions should be modified accordingly to deal with each particular case. 
However, it seems that the above classification misses the most important (and probably 
most frequent) real world scenario: namely, where the evaluation functions are based on 
predictions of future values of some variables. We illustrate such scenarios using a case 
study and we suggest a system architecture (so-called Adaptive Business Intelligence) to 
deal with problems of this type. 

This paper is organized as follows. The following section provides a brief overview of 
four categories of uncertainties and introduces a new category, where evaluation functions 
are based on predictions of some variables. The next section presents a real world case 
study: car distribution problem. The paper concludes with a section which overviews the 
concepts of Adaptive Business Intelligence. 

2. Uncertain Environments 
As indicated in the Introduction, uncertain (and possibly changing) environments are 
usually categorized into four classes: (1) noise, (2) robustness, (3) approximation, and (4) 
time-varying environments. Let’s discuss the main features of these four categories before 
we present and discuss the fifth category, and argue, that this fifth category is the most 
common in real word situations. 

Noise. Sometimes evaluation functions are subject to noise. This happens when 
evaluation functions return sensory measurements or results of randomised simulations. In 
other words, evaluation procedure for the same solution (i.e., the solution defined as a 
vector of some design variables) may return different values. 

The common approach in such scenarios is to approximate a noisy evaluation function 
eval by an averaged sum of several evaluations: 

eval(x) = 1/n Σi=1…n  f(x) + zi , 
where x is a vector of design variables (i.e., variables controlled by a method), f(x) is the 
evaluation function, zi  represent additive noise, and n is the sample size. Note that the only 
measurable (returned) values are f(x) + z. 

Robustness. Sometimes design variables, other variables, or constraints of the problem 
are subject to perturbations after the solution is determined. The general idea is that such 
(slightly modified) solutions should have quality evaluations (thus the original solution is 
robust). This is important in some scenarios, when there are manufacturing tolerances, or it 
is necessary to modify the original solution due to illness of employee or failure of 
machine. The common approach in such scenarios is to use evaluation function eval based 
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on the probability distribution of possible disturbances δ, which is approximated by Monte 
Carlo integration: 

eval(x) = 1/n Σi=1…n  f(x + δi). 
Note that eval(x) depends on the shape of f(x) at point x; in other words, the neighbourhood 
of x determines the value of eval(x). 

Approximation. Sometimes it is too expensive to evaluate a candidate solution. In such 
scenarios, evaluation functions are often approximated based on experimental or simulation 
data (the approximated evaluation function is often called the meta-model). In such cases, 
evaluation function eval becomes: 

eval(x) = f(x) + E(x), 
where E(x) is the approximation error of the meta-model. Note that the approximation error 
is quite different than noise, as it is usually deterministic and systematic. 

Time-varying environments. Sometimes evaluation functions depend on an additional 
variable: time. In such cases, evaluation function eval becomes: 

eval(x) = f(x, t), 
where t represents time variable. Clearly, the landscape defined by the function f changes 
over time – consequently, the best solution may change its location over time. It seems that 
there are two main approaches for handling such scenarios: (1) to restart a method after a 
change, or (2) require that the method is capable of chasing the changing optimum. 

However, it seems the largest class of real world problems is not included in the above 
four cases. From our business/industry experience of the past six years it seems clear that in 
many real world problems the evaluation functions are based on predictions of future values 
of some variables. In other words, evaluation function eval is expressed as: 

eval(x) = f(x, P(x, y, t)), 
where P(x, y, t) represents an outcome of some prediction for solution vector x and 
additional (environmental, beyond our control) variables y at time t.  Let’s compare this 
category with the four categories defined earlier to see the differences between them.  

First of all, noise may or may not be involved. If the prediction model is deterministic, 
then there is no noise in the scenario: every solution vector x is evaluated to the same value. 
On the other hand, if the prediction model involves simulations, noise might be present. 
Second, the meaning of robustness is quite different. Unexpected disturbances (e.g., delays) 
influence the outcomes of the prediction model, and should be handled accordingly. Third, 
the concept of approximation is different. Note, that we can evaluate a candidate solution 
precisely (i.e., it is not the case, that the evaluation function is expensive), however, 
approximation is connected with uncertainties of predictions. Finally, the time-varying 
environment also has a different interpretation. As the real world changes, the prediction 
model needs constant updates and/or parameter adjustments, thus changing the problem 
landscape in an implicit way. 

In the following section we illustrate this particular category of real world problems by 
providing brief description of one characteristic case study. It is important, however, to 
keep in mind that many other problems in business and industry clearly fall into this 
category: from inventory control problems (where it is necessary to forecast demand), to 
marketing problems (where it is necessary to predict television ratings), to portfolio 
management problems (where it is necessary to predict economic variables). All of these 
examples share the same common characteristic: optimization of the evaluation function is 
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based on some prediction model. This also means that the quality of the results provided by 
the optimizer depends mainly on the quality of the prediction model: there is nothing to 
optimize if decisions are based on bad predictions! The following case study also illustrates 
(in general terms) a solution based on the concept of Adaptive Business Intelligence (we 
return to this concept towards the end of this paper). 

3. A Case Study 
The problem is to recommend the best distribution of used cars (which are coming back to 
the finance company after the rental or lease term is over) among many available auction 
sites (there are hundreds of auction sites around the US, and each returned car has to be 
sold at one of them) [4]. And by “best distribution,” we mean a distribution that maximizes 
the net total proceeds from all these sales. Many issues have to be considered in the process 
of making optimal decisions, which vary from price prediction for various types of cars at 
different locations, to price depreciation and volume effect, to transportation issues. 
Additionally, each car is different, and these differences include make and model, mileage, 
model year, colour, type of transmission, body style and options, wear and tear on the 
vehicle (i.e., the damage level), etc. These characteristics (plus some others) influence the 
sales price of each particular car at each particular location.  

The central question is: Where should each car be sent to maximize the total proceeds 
from all these sales? In the case of a large US-based car manufacturer, the total number of 
returned leased/rental cars is more than 1,000,000 per year. This corresponds to 
approximately 4,000 cars per day. In other words, every day the remarketing team has to 
make 4,000 decisions: they have to assign each car to an auction site that maximizes the 
sales price. Nevertheless, due to volume effects, the assignment of cars to auctions is highly 
interrelated and hence the number of possible decisions becomes astronomical! Note, also, 
that a relatively small lift in the net average sale price of a car, say, $50, results in a total 
annual lift in excess of $50,000,000! 

The implemented intelligent decision-support system helps the remarketing team with 
decisions on daily, near-optimal distribution of cars. Because the problem is extremely 
complex, a intelligent software should be able to address the following issues: 

• Transportation. When a whole truckload of cars (about 10 cars) is shipped from 
one place to another, then the client is charged a cheaper rate. So, it is important to 
take into account the number of cars that are transported to auction sites.  

• Risk factors. Cars can fall from trucks and get damaged, cars might get stolen, or 
the transportation truck might be involved in an accident. Longer trips increase the 
probability of a delay, and the solution must take these risk factors into account. 

• Volume sensitivity effect. If many cars of the same type are sent to the same auction 
site, then the oversupply of a particular type of a car will decrease its price.  

• The size of the search space. The distribution of 4000 cars over 60 auction sites 
gives us 604000 possible distributions. 

• Price depreciation. Every auction has a typical sale day (e.g., every Wednesday 
10am or every second week on Thursday at 11am). Hence, if some cars arrive at an 
auction one day after the sale date, they would sit at the auction site for one or two 
weeks and the price depreciation is often around $10 per day per car. 
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• Recent history. Today’s decision should take into account all decisions made during 
the last few days, as the cars affected by these decisions are still in transit and most 
likely will be sold on the same day (if they go to the same auction site). 

• Inventory. It is important to monitor the inventory level of cars at all auction sites, 
as each site has a particular through-put: If an auction site can handle 250 cars per 
sale day and the current inventory is larger than 250, then additional time must be 
added to the estimate. 

• Dynamic market changes. We operate in non-stationary environment where several 
factors influence the landscape, such as (1) seasonality (e.g., it is not easy to sell a 
convertible in New York during the winter), (2) arrival of new models (e.g., every 
August new models arrive on the market, which influence the price of old cars), (3) 
weather (it influences the number of buyers present at an auction, which in turn 
influences the sale prices), etc. 

• Business rules. It is essential to accommodate various business rules that can be 
added or dropped at any time (e.g., “do not send any red cars to south-east 
auctions”). This feature is important for analysing what-if scenarios. 

Another thing that makes the decision process difficult is that market prices for cars 
change very frequently—sometimes slightly and sometimes dramatically. So, on top of all 
the other considerations, one also has to stay up-to-date with prices that may change from 
one day to the next.  Further, car prices may change in different regions in different ways. 
For example, it is not easy to sell a convertible Corvette in Boston in the fall, but it might 
be a good time to sell the car in Florida as the temperature is just right for a convertible 
(this is referred to as the seasonality effect). It is also necessary to deal with new model 
years coming onto the market each year (typically in August). Furthermore, every few years 
a new body style is usually introduced for a particular make/model, and this event can 
create an even bigger price drop for the older body styles. Also note that it takes time to 
transport a car from the drop off point to a specific auction site. First of all, the truck has to 
get there, pick up the car, then pick up some more cars (possibly somewhere close by), and 
then finally drive the cars to the assigned auction site. This can take two weeks or more, 
and during that time the sales price might change. Hence, the sales price for all cars should 
be estimated a couple of weeks ahead of time (for some auction sites), while taking 
seasonality and market changes into account. Clearly, the quality of the solution found by 
an optimiser (again, evolutionary algorithm was used for that purpose) depends on the 
quality of sale price predictions. 

As discussed earlier, the problem is extremely complex and the implemented software 
addresses the issues of transportation, volume sensitivity effect, price depreciation, recent 
history, current inventory, risk factors, and dynamic market changes. The software was 
successfully installed as a production system in 2002, and has been used on a daily basis 
since then to recommend the best distribution of cars for generating a significant sales lift 
(multi-million dollars per year). 

The recommended distributions were based on the prediction model, which returned 
precise values of sale prices for various distributions of cars over many auction sites (thus 
the problem was not noisy). Robustness of the solution has different flavour, as it was 
connected with uncertainties of external events (e.g., delay of a truck). Thus 

eval(x) = 1/n Σi=1…n  f(x, P(x, y + δi, t)) 
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where δi represented possible disturbances in accuracy external variables (e.g., the constant 
time to deliver between points A and B can be disturb by unexpected weather pattern and/or 
failure of a truck). Approximation was not an issue, as no meta-model was build. Time-
varying environment was implied again by the forecasting model, which received new 
information (new sales records of cars) at regular intervals.  

4. Adaptive Business Intelligence 
The concept of Adaptive Business Intelligence assumes the existence of a few key modules 
which interact with each other. We discuss these in turn. 

A prediction module, in general, gives a predicted output based on input (Figure 1). 
 
 
    
 
 

Figure 1. Prediction module. 

There are many techniques for constructing a predictive model, from classic forecasting 
methods [2] to modern heuristic methods (like neural networks, evolutionary programming, 
and genetic programming) [6], [3]. A recent study [5] investigated the development of a 
new dynamic genetic programming model that is specifically tailored for prediction in non-
static environments. 

The optimization module has to be capable of recommending the best answer. Note, that 
the recommendation is based on prediction, so there is a strong relationship between the 
prediction and optimization modules. The overall concept can be displayed in Figure 2. 
 
 
 
 
 
 
 
 
 
 
 

Figure 2. Prediction and optimization modules. 

What happens here is that the optimization module generates some possible answers to 
the problem at hand (e.g., creates a possible distribution of cars to auction sites), which 
serve as input data for the prediction module. Predicted output data give feedback to the 
optimization module, which uses this output to evaluate the generated answers. In other 
words, the optimizer tries different input data combinations in order to find the best 
predicted output. 
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A prediction module and optimizer are necessary components of an intelligent software 
system, but by themselves they are not sufficient in today’s constantly changing 
environment. The prediction module also has to adapt and learn from changes in the 
environment. The adaptation process can be illustrated in Figure 3. 
 
 
 
 
 
 
 
 
 
 
 

Figure 3. Prediction and adaptation modules. 

Today’s accurate prediction need not be that accurate tomorrow! Adaptability can be 
accomplished by slightly changing the learned relationship between input and output each 
time it is needed. This could be needed every second, minute, hour, day, week, month, or 
for any other time period. The update frequency depends on how fast the environment 
changes. Some classic forecasting methods (e.g., exponential smoothing methods) [2] 
approach this problem by putting more emphasis on more recent data. A really good 
adaptive solution, however, can make its own decision on the frequency of update: it will 
continuously measure its own prediction errors and adjust its parameters. Hence, a really 
good adaptive system would adapt its own speed of adaptation! 

The recent input and output are taken from very recent history. Historic data is used to 
construct and train the prediction module. The adaptation module would take the recent 
input and output and, if necessary, adapt the parameters of the prediction module to 
decrease the prediction error—in other words, to adapt the prediction module to changes in 
the environment so it can make better predictions in the future. The prediction, 
optimization, and adaptation modules are the foundation blocks of an adaptive solution.  

The reality is a bit more complicated, as any software solution also needs an easy to use 
graphical user interface, a database to store information, a report module to provide 
information to the end user, and so on. A generated report (Figure 4) shows the distribution 
of cars grouped by auction site. It shows all cars distributed by the program, specifying the 
distribution center, recommended auction site, predicted sales price, transportation cost, net 
price, lift, and other data. The lift is calculated as a difference between the net price of the 
vehicle if sent to the recommended auction site, and the net price if the vehicle is sent to the 
closest auction site. 

Figure 5 displays all major modules of an Adaptive Business Intelligence system. We 
have seen instances of all these modules in the case study. The prediction module was 
responsible for prediction of car prices at various auction sites; the optimization module 
was responsible for recommending the shipments of cars from collection points to auction 
sites; and the adaptation module was responsible for adapting various parameters of the 
predictive model to tune its performance. Furthermore, there were a few reporting and 
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visualization modules incorporated in the system, which also interfaced with historical and 
inventory databases. 

5. Conclusions 
Adaptive Business Intelligence addresses two fundamental questions which are being 
constantly asked and answered by most individuals, small and large corporations, 
government units—in fact, virtually everyone. These are: 

Figure 4. Grafical User Interface. 
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Figure 5. Structure of Adaptive Business Intelligence. 

• What will happen next? 
• What should I do about that? 

These two questions deal with the daily lives of individuals and various organizations, and 
express the desire to make “good” decisions. Everyone would like to know what will 
happen next (prediction) and everyone would like to make the best decision under 
uncertainty and risk (optimization). For example, when one drives to work in the morning, 
he tries to predict the traffic pattern and chose the best possible driving route. On a larger 
scale, a senior vice president of a bank might be making a significant investment decision: 
He would like to predict the future currency exchange rates and, consequently, make a 
decision that would maximize profit for the bank. 

Solutions for complex business problems require software that operates in a dynamic 
environment, detects current trends, incorporates optimization modules to recommend a 
near-optimum decision, and contains self-learning modules to improve future 
recommendations. Such software “learns” together with the corporation, its operation, 
customers, and the changing environment. Through the concept of adaptability, the 
software is also able to evaluate (and learn from) the actual outcome of each decision made. 
This gives organizations the ability to monitor business trends, evolve and adapt quickly as 
situations change, and make intelligent decisions on uncertain and incomplete information.  
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The main research issues here are connected with investigations of the system’s 
properties, where the evaluation function is based on predictions of future values of some 
variables. In other words, evaluation function eval is expressed as: 

eval(x) = f(x, P(x, y, t)), 
where P(x, y, t) represents an outcome of some prediction for solution vector x and 
additional (environmental, beyond our control) variables y at time t.  This was the case for 
pollution control, which was based on weather predictions; path planning, which was based 
on the predicted movement of targets; car distribution, which was based on the prediction 
of sale prices; as well as a variety of other problems, such as inventory control problems 
(which are based on demand forecasts), marketing problems (which are based on television 
rating predictions), portfolio management problems (which are based on economic 
predictions), and so on. Furthermore, in the formulation of the problem, we should also take 
into account dynamic constraints and multiple objectives.  
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