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Abstract. In this paper the classical Vehicle Routing Problem (VRP) is extended

to cover the more realistic case of uncertainty about customer demands. This case

is modelled as a VRP with stochastic demands and tackled with a heuristic solution

approach based on Ant Colony Optimization (ACO). The main issues studied in

this paper are the modelling of the uncertainty (i) in terms of its influence on the

performance of the algorithm and (ii) in terms of the structure and quality of the

solutions with respect to different risk measures.

1. Introduction

Vehicle Routing Problems (VRPs) and its variants are at the core of many industrial ap-

plications in transportation logistics. In this paper a variant of the VRP is studied, where

customer demands are not deterministically known but unknown until the moment of arrival

at the customer. To deal with this problem it is modelled as a VRP with stochastic demands

(VRPSD) and solved as a Stochastic Program with Recourse (SPR) using a modified version

of the Savings based Ant Colony Optimization algorithm from [11], which was originally

developed for the deterministic VRP.

In all current SPR models for the VRPSD, the evaluation of solutions is based on the

objective to minimize the expected total cost of all routes given a predefined recourse.

This assumes risk neutrality and only insufficiently takes into account the variability in the

solutions over different outcomes of the random demands.

To reflect other types of risk preferences and enhance the robustness of the solutions,

both the consideration of the uncertainty in the planning phase and the evaluation of the

final solution based on risk-oriented measures will be studied in this paper with a focus

on their implications on the performance of the algorithm in general and the structure and

quality of the solutions in particular.

The remainder of the paper is organized as follows. In Section 2, a detailed problem

description is given. The ACO solution approach is described in Section 3. Preliminary

results and an outlook on open research questions are presented in Section 4.
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2. Problem description

Since its first account in [12] the VRPSD has been tackled exactly and (meta-)heuristically

and reviews of these works can be found in e.g. [4] and [6].

The version of the VRPSD studied in this paper can be described as follows. Let

G = {V, E} be a complete graph, where V = {0, 1, ..., n} is a set of nodes and E = {(i j), ∀i, j ∈

V } is the edge set. The node 0 denotes the depot, while the other nodes represent the n

customers. With each node i ∈ V\{0} is associated a random variable Di, which corresponds

to the unknown demand of the associated customer. It is assumed that demands of the

customers are independent and the probability distribution of customer i’s demand Di is

discrete and uniform over an interval {dmin
i
, dmax

i
}. At the depot, an unlimited number of

identical vehicles with capacity Q is available. Finally, with each edge is associated a

nonnegative cost ci j which is known, symmetric, i.e. ci j = c ji and which satisfies the

triangle inequality. This cost can be attributed for example to travel times. The cost of

each vehicle route must not exceed a maximum amount of money T , which again can be

interpreted as a restriction on the total route duration. The objective is to minimize the

total cost incurred by all vehicles starting at the depot, satisfying all customer demands and

returning to the depot.

The main line of research, also followed in this paper, has been to solve the problem as

Stochastic Program with Recourse (SPR), where some function (mainly the expected value)

of the sum of the costs of the planned tour and the costs of the recourse needed to restore

feasibility in the tours actually realized is optimized. Generally, the recourse assumed is to

return to the depot to restock whenever the vehicle runs out of load to satisfy its remaining

customers.

Clearly, optimization of the expected value of the objective function assumes that the

decision maker is risk neutral. If this is not the case, the risk preferences are not taken into

account adequately and some measure of the variation in the quality of different realized

solutions should be incorporated into the objective function. Thus, part of the analysis

presented in this paper will deviate from the assumption of a risk neutral decision maker

and include the variance of the costs of the realized solutions into the objective value in a

similar fashion as is customary in financial portfolio choice (c.f. e.g. [8]).

Finally, an important issue is how to evaluate solutions from a technical point of view.

In general, analytically evaluating the true objective function of the VRPSD is elusive.

Thus one has to rely on analytical or empirical approximations. The approach chosen in

this work is discussed in the next section as part of the solution algorithm.

3. Ant Colony Optimization

In this section an ACO algorithm to tackle the VRPSD will be presented. ACO was first

proposed in [2] and is based on the underlying metaphor concerning the trail laying/trail

following behavior of real ant colonies whereby collective behavior in the exploitation of

food sources results from the reinforcement of promising paths from the nest to a nearby

food source. A recent overview of ACO can be found in [3]. Convergence results have

been shown e.g. in [5].
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The algorithm presented in this paper is based on the Savings based ACO proposed

in [11]. Variants of this algorithm have already been successfully applied to large scale

Vehicle Routing Problems (c.f. [9]) and Capacitated Minimum Spanning Tree Problems

(c.f. [10]). A high level description of the Savings based ACO algorithm as it applies

for the VRPSD is given in Figure 1. For the stochastic context, the modelling of the

demand uncertainty in the solution construction phase of the algorithm and the approach

for approximating the true objective function have to be specified and are discussed in more

detail in the next two sub-sections.

procedure ACO for the VRPSD{
Read the input data;

Initialize parameters and pheromone matrix;

Define modelling strategy for stochastic demands (see 3.1.);

repeat {
for each ant {

Construct a CVRP solution using the Savings based ACO;

Improve the CVRP solution by applying Local Search;

if (Sampling1 = TRUE) {
Evaluate solution through Sampling (see 3.2.);

}
}
Update the best found solution (if applicable);

Update the pheromone matrix;

} until a pre-specified stopping criterion is met;

Evaluate the best found solution through Sampling (see 3.2.);

}

Figure 1. The ACO algorithm for the VRPSD

3.1. Modelling of the demand uncertainty for solution construction

The ACO algorithm presented above needs the value of the actual customer demands to be

specified beforehand. While this is not a problem in the deterministic version of the VRP,

in the stochastic case some ‘estimate’ of the demand is necessary. Particularly, if some

other objective than the expected value of the total cost of all routes is to be optimized, it is

not obvious which estimate to use for the demand distribution. In this context two different

models will be analyzed. In the following they will be referred to as demand based risk

modelling and capacity based risk modelling, respectively.

In the demand based risk modelling approach the individual demands are estimated by

using a parameter γ ∈ {0, 1}, which determines the risk preferences. The demands used for

computing solutions can then be computed as

d̂i = γd
min
i + (1 − γ)dmax

i .

Clearly, γ = 0 implies the risk averse (risk free) case where failures can never occur,
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while γ = 1 is the other extreme. Moreover, γ = 0.5 corresponds to computing solutions

with the expected demands.

In the capacity based risk modelling approach it is assumed that γ = 0. Instead, the

vehicle capacity is modified. In fact, this approach uses a parameter δ > 0 that adjusts the

vehicle capacity according to the risk preferences of the decision maker. This approach is

characterized by

Q̂ = (1 + δ)Q,

where Q is the actual vehicle capacity and Q̂ is the adjusted vehicle capacity. Clearly,

δ = 0 again corresponds to the risk free case, while increasing δ will lead to more risk

seeking behavior. The idea behind this approach is that unlike in case of the demand

based risk modelling, an explicit bound on the maximum level of capacity violation on

each vehicle, namely Q̂ − Q, can be given.

3.2. Approximating the true objective function

As pointed out above, an important issue in the evaluation of solutions for the VRPSD is

the fact that analytically computing the objective function value is in general elusive. Thus

one has to rely on analytical or empirical approximations. While analytical approximations

are interesting from a computational point of view (in terms of computing times), empirical

approximations are more flexible in terms of the possible objective functions, particularly

concerning risk oriented measures of the cost function distribution.

Analytical approximations typically used are based on the costs of the planned routes.

This can be either the costs of the TSP (only for the single vehicle case) or the costs of the

deterministic VRP solution (see [1]). While these approximations lead to fast algorithms

as they can be computed very efficiently the obtained solution quality may be poor.

On the other hand, empirical approximations are based on Monte Carlo Simulation.

More precisely, a solution is evaluated by a sample of SampleSize different demand real-

izations. Clearly, the sample size has a crucial impact on the quality of the approximation

(see e.g. [7]) and on the computational time consumed by an algorithm using sampling.

This tradeoff is accentuated if many solutions have to be evaluated as in the case of the

ACO algorithm presented in this paper.

In this paper two different strategies concerning the tradeoff between analytical and em-

pirical approximations will be compared. Algorithmically these strategies are implemented

through a boolean parameter Sampling1 as shown in Figure 1. The first strategy, labelled

ANALYTICAL is based on a setting Sampling1 = FALSE. In this case each solution

built by the ants is evaluated through an analytical approximation based on the costs of

the planned tours (i.e. based on the solution for the deterministic VRP). The second strat-

egy, labelled MonteCarlo evaluates each ants’ solution through a sample of SampleSize1

different demand realizations.

Finally, note that in both cases the best solution returned by the ACO upon termination

is evaluated using a sample of SampleSize different demand realizations.
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4. Preliminary results and further research issues

In this paper a VRP with stochastic demands is studied in terms of different risk prefer-

ences of the decision maker. Preliminary results based on some computational experiments

indicate that

• The MonteCarlo strategy is much more robust than the ANALYTICAL strategy in the

sense that solution quality is generally better and variations in the risk modelling

parameters γ and δ have less impact on the solution quality.

• Increasing risk exposure starting from the risk free case initially improves the expected

quality of the realized solutions as the probability of stockouts along the routes in-

creases very slowly. Increasing risk exposure further eventually leads to an increase

in expected costs of the solution as the recourse is needed in almost every case and

thus becomes very costly.

• Using the ANALYTICAL solution evaluation strategy, the worst result is obtained if

the risk modelling strategy parameters γ and δ reflect risk seeking behavior (i.e.

γ > 0.5 or δ > 0.3), while for the MonteCarlo strategy the risk-free case, i.e. γ = 0

or δ = 0 leads to the highest expected costs. The intuition is that, if each ants’

solution is evaluated through a sample, the ACO learns to avoid solutions that lead

to high recourse costs.

• Introducing a mean-variance objective confirms that the appropriate choices for the

risk-modelling parameters γ and δ are reasonable proxies for the decision makers’

risk preferences.

• Still, using a mean-variance objective significantly reduces the variance in the quality

of the realized solutions at (almost) no cost in terms of expected solution quality.

The work in this paper has to be seen as a starting point towards a more comprehensive

analysis of stochastic VRPs. First, a more sophisticated evaluation model to deal with the

tradeoff between expected solution quality and variance is needed. In this context concepts

like stochastic dominance or other methods from the field of multi-objective optimization

should be used to better reflect the preference relations of a decision maker.

Second, a more sophisticated recourse strategy should be incorporated to better reflect

the advances in real-time control of a fleet based on the new information and communication

technologies. Addressing re-optimization possibilities also leads to the question about the

interplay between the quality of the planned solution and its potential for re-optimization.

Third, the model should be extended to include more real-world constraints like time

limits on the lengths of the routes or time windows for service at the customers. Particularly,

it should be expected that the addition of these constraints will have a strong connection

with the recourse as solution feasibility becomes a much more tricky issue.

Finally, the problem could be studied from a transportation service pricing point of

view. Clearly, the approach presented in this paper can be used as a tool to assist a decision

maker in determining prices depending on the level of uncertainty about demand. It would

be interesting to study both the costs of individual customer flexibility and to extract good

strategies for setting prices in reaction to these costs.
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