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A MULTIPERIOD EXPECTED COVERING LOCATION MODEL 
FOR DYNAMIC REDEPLOYMENT OF AMBULANCES 

Hari K. RAJAGOPALAN1, Cem SAYDAM1, Jing XIAO2 

Abstract. Emergency response administrators often face the difficult task of 
locating a limited number of ambulances in a manner that will yield the best 
service to a constituent population. In this study we try to determine the minimum 
number of ambulances that meet or exceed a predetermined coverage requirement 
for dynamic redeployment of ambulances in response to fluctuating demands 
throughout the week, depending on the day of week, and even the time of day. 
We introduce an incremental search algorithm to solve the model and evaluate the 
effectiveness of our model within the framework of an experimental design 

1. Background  
The goal of emergency medical services (EMS) is to reduce mortality, disability, and 
suffering in persons [9, 18]. EMS administrators and managers often face the difficult task 
of locating a limited number of ambulances in a way that will yield the best service to a 
constituent population. Typically, calls originating from a population center are assumed to 
be covered if they can be reached within a time threshold. This notion of coverage has been 
widely accepted and is written into the EMS Act of 1973, which requires that in urban areas 
95 percent of requests be reached in 10 minutes, and in rural areas, calls should be reached 
in 30 minutes or less [3]. 

The study of location models for ambulance location has undergone two distinct phases 
of evolution. During the first phase mostly deterministic models emerged and probabilistic 
and more realistic models emerged during the second. Undoubtedly advances in hardware, 
commercially available solvers (e.g., CPLEX [19]), and meta-heuristics have propelled 
researchers to develop increasingly more realistic and sophisticated models [2, 8, 14, 16, 
18, 22, 38]. Interested readers can trace the earlier advances in reviews by Shilling, 
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Jayaraman, and Barkhi [39], Owen and Daskin [31], and find recent and projected 
developments in the latest review by Brotcorne, Laporte and Semet [9]. 

Probabilistic models acknowledge the possibility that a given ambulance may not be 
available when it is called. These types of models provide a way to model uncertainty by 
either using a queuing framework or via a mathematical programming approach. The 
models based on a mathematical programming approach employ simplifying assumptions 
such as all units operate independently, yet have the same busy probability. For example 
server independence and system-wide server busy probability is a common assumption 
used in Daskin’s maximum expected coverage location problem (MEXCLP) [12] and 
ReVelle and Hogan’s maximum availability location problem (MALP) [35]. In their second 
MALP formulation (MALPII), ReVelle and Hogan allow server busy probabilities to be 
different in various neighborhoods, sectors of a given region but not location specific. The 
Probabilistic Location Set Covering Problem (PLSCP) formulated by ReVelle and Hogan 
[36] minimized the number of servers needed to guarantee coverage for a city. This model 
like MALPII uses neighborhood server busy probabilities. Later Marianov and ReVelle 
[26] extended PLSCP using the assumption of neighborhood probabilities in MALPII to 
formulate Queuing Probabilistic Location Set Covering Problem (Q-PLSCP). They model 
each neighborhood as a multi-server loss system and calculate the neighborhood busy 
probabilities a priori and then use it as an input into the system. 

True probabilistic models are based on spatially distributed queuing theory [23] or 
simulation [41] and they are by definition descriptive. Typically, they are employed to 
evaluate the vehicle busy probabilities and other performance metrics of a given allocation 
of ambulances. Larson’s hypercube model [23, 24, 35] represents the most notable 
milestone for approaches using a queuing framework. The hypercube model and its various 
extensions have been found particularly useful in determining performance of EMS 
systems [4, 10, 11, 13, 18, 23, 25, 34, 37, 40]. However, hypercube is computationally 
expensive. For m servers the number of simultaneous equations to solve would be 2m. For 
fleet sizes of 10 or more this approach would be computationally impossible to solve with 
the present day computers. To solve this problem Larson developed an approximation to 
the hypercube problem [24] which would require solution only m simultaneous nonlinear 
equations for m servers. One of the assumptions used in Larson’s approximation is that 
service times are exponentially distributed and identical for all servers, independent of the 
customers they are serving. Jarvis generalized Larson’s approximation for loss systems 
(zero queue) by allowing service time distributions to be of a general type and may depend 
on both server and customer [21]. 

The literature of EMS models has been tilted towards the strategic decision making, 
where EMS managers make decisions on the location of ambulances or ambulance sites 
over a longer period of time. These models either focused on finding out the minimum 
number of ambulances needed to adequately cover an area or the maximum coverage that 
could be obtained given a set of ambulances. Both kinds of models were complimentary 
and serve different purposes. Minimization models were used on deciding the size of the 
ambulance fleet while maximization models were used to give an estimate of how good the 
system could perform over a period of time. Since a long term perspective was taken 
fluctuations in demand in any given day were overlooked instead select peak demand 
periods were used as an estimate for demand. However, in reality, demand is not static but 
fluctuates throughout the week, day of week, and even hour by hour within a day [18, 32].  
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Redeployment models however look at operational level decisions managers make daily 
or even hour by hour in an attempt to relocate ambulances in response to demand 
fluctuations by time and space. There have been two earlier papers on relocation in the 
EMS literature [16, 33]. Repede and Bernardo [33] extended MEXCLP for multiple time 
intervals to capture the temporal variations in demand and unit busy probabilities, hence, 
called their model TIMEXCLP. Their application of TIMEXCLP to Louisville, Kentucky 
resulted an increase of coverage while the average response time decreased by 36%. The 
most recent and comprehensive dynamic relocation model is developed Gendreau et al. 
[16]. The objective of their dynamic double standard model at time t (DDSMt) is to 
maximize backup coverage while minimizing relocation costs. There are several important 
considerations incorporated into this model. While the primary objective is to maximize the 
proportion of calls covered by at least two vehicles within a distance threshold, the model 
penalizes repeated relocation of the same vehicle, long round trips, and long trips. The 
model’s input parameters are updated each time a call is received and DDSMt is solved. To 
solve this complex model, particularly at short time intervals, Gendreau, Laporte and Semet 
developed a fast tabu search heuristic implemented on eight parallel Sun Ultra 
workstations. Using real data from the Island of Montreal, their tests showed that the 
algorithm was able to generate new redeployment strategies for 95% of all cases. 
Furthermore, comparisons with CPLEX generated exact solutions showed that the worst 
case departure from optimality was only 2%.  

Apart from these studies [16, 33], there has been very little work done concerning the 
periodic relocation (redeployment) of ambulances in an environment where demand and the 
location and quantity of available ambulances are changing. Brotcorne, LaPorte and Semet 
predict that current and future advances in this field are likely to be in probabilistic location 
models, dynamic redeployment models, and fast heuristics designed to solve generally 
large scale problem instances [9]. 

In this paper, drawing from earlier developments by Daskin [12] and Marianov and 
ReVelle [27] we formulate a new model which tries to determine the minimum number of 
ambulances that meet or exceed a predetermined expected coverage requirement for 
dynamic redeployment of ambulances in response to changing demand. Similar to Galvão, 
Chiyoshi and Morabito [14] we increase the realism of our model by computing server 
specific busy probabilities using Jarvis’ hypercube approximation [21]. We develop a an 
incremental search algorithm to find the minimum number of ambulances which calls an 
implementation of reactive tabu search [5] to determine the best possible ambulance 
locations for a given fleet size. We test our algorithm on a set of multi-period test problems 
within an experimental design framework. This paper is organized as follows. Section 2 
presents the dynamic expected coverage problem. Section 3 details the search algorithm. 
Section 4 presents the numerical experiments and conclusions and suggestions for future 
work are discussed in Section 5. 

2. The model 
We formulate the dynamic expected coverage location (DECL) model to deploy minimum 
number of ambulances to guarantee a system wide coverage under dynamic demand 
conditions. Let t be the index of time intervals from 1 to T, xi,j be the number of servers 
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(ambulances) located in node i at time interval t, hj,t be the fraction of demand at node j at 
time interval t, mt be the total number of servers available for deployment at time interval t, 
n be the number of nodes in the system, and ct be the minimum expected coverage 
requirement at time t. Also let, pi,t be the busy probability of a server at node i at time 
interval t, ρt be the average system busy probability at time interval t. P0 be the probability 
of having all servers free, Pm be the probability of having all servers busy in an M/M/m/0-
loss system, and Q(m, ρt , j) be the Q factor for Jarvis’ algorithm which adjusts the 
probabilities for server cooperation in the model. Let, 
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Objective function (1) minimizes the total number of ambulances over multiple periods 
and constraint (2) counts the number of ambulances that cover each node. Constraint (3) 
ensures that the system wide expected coverage for a given time interval meets or exceeds 
the required coverage, ct . In constraint (3) we utilize the Q factor from Jarvis’ hypercube 
approximation algorithm to adjust for server cooperation and compute ambulance specific 
busy probabilities, and the resulting expected coverage. The minimum coverage 
requirement is likely to be the same for all periods whereas the demand volume and 
locations are likely to be different. Constraint (4) ensures that the total number of 
ambulances in the system can never exceed the total number of ambulances available for 
the relatively shorter time intervals. For example, the hour before the rush period of two 
hours and the subsequent three hours tend to exhibit different call volumes (low, high, 
medium) and call locations (e.g., suburbs, major roads or highways, downtown). 
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3. Search algorithm 
There have been various attempts to identify near-optimal solutions for location problems 
through the use of meta-heuristic search methods [28, 29] and more recently, evolutionary 
algorithms [2, 6-8, 14-16, 20, 37, 38]. The models with constant busy probability can be 
solved by integer linear programming but they may still take too much time. Integer linear 
programming solvers using the latest simplex, barrier, and branch and bound 
implementations guarantee optimum solution and on average are fast but in worst case 
scenarios can run as an exponential time algorithm [1]. Further, all inputs must be known a 
priori, before the algorithm starts running. It is not possible to use linear programming 
techniques when the parameters must be calculated at run time. This is the case when the 
models require individual busy probabilities for servers. Since these values are dependent 
on server location, they have to be calculated at run time. As shown by Galvão, Chiyoshi 
and Morabito the coefficients in the constraint set (3) depend on the values for the decision 
variables xi,t and Z, therefore, can only be solved by a heuristic algorithm. Therefore, it is 
absolutely necessary to develop effective and efficient heuristic search technique to 
guarantee “good” or “near optimal” solutions in a very short computing time. 

Most models in the literature that are solved using meta-heuristics have one objective 
such as to find the maximum coverage with a given set of servers. The model developed in 
this paper, unlike others in the literature, has two search objectives: (1) to find the 
minimum number of servers, and (2) given the number of servers, find the optimal or near 
optimal locations that meet or exceed coverage or availability requirements. Therefore, we 
cannot directly benefit from the experiences of meta-heuristics applied in the general 
domain. To solve for these two interdependent objectives we develop a search heuristic 
which we call the Incremental Search Algorithm (ISA). ISA has a hierarchical structure 
where the first objective of finding the minimum number of servers can be viewed as the 
main search (outer) loop, whereas the second objective is nested as an inner search loop. 
The main search (outer) loop increments or decrements the fleet size based on the results 
from the inner loop (meets or does not meet the average requirements.) For the inner loop 
of the ISA we implement a variation of Reactive Tabu Search (RTS) [5] in which we 
embed Jarvis’ algorithm to compute server specific workloads and coverage statistics. 

For the ISA we use a one dimensional data structure (an array) of size ttmt +* where 
tm is the number of response units (servers) and t is the number of time intervals. The array 

starts with the coverage value and the server locations for time interval 1 and then continues 
with the coverage value and location of the servers for all time intervals. 

The ISA works in the following way. At iteration 0, we solve for )/( µρλ tttm =  where 
tm is the number of servers (fleet size) at time t, tλ  is the arrival rate at time t, tρ  is the 

average busy probability of servers. The value of tm  is the initial size of the search vector. 
We then randomly generate server locations and evaluate the hard coverage constraint 
using the Jarvis’ algorithm within equations. We then use a RTS to find the set of locations 
which gives us the best coverage. If the best coverage given by RTS is less than the 
required coverage, then we increase the number of servers and continue RTS with the new 
set of servers and continue this process until the coverage constraint it met. If the coverage 
for the initial number of servers is more than the required coverage after RTS then we 
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reduce the number of servers by one and continue RTS until the coverage drops below the 
required coverage, in which case the previous solution is the required number of servers. 

As stated earlier, determining the optimal locations in these np-hard problem domains is 
computationally challenging. We chose to implement a variation of the TS called Reactive 
Tabu Search (RTS) [5] to obtain optimal or near optimal results. Tabu Search (TS) is a 
meta-heuristic search method developed by Glover and Laguna [17]. A unique feature of 
TS is its use of a memory, or list. Once a solution is entered into a TS memory, they are 
then tabu, or disallowed, for some time. The idea is to restrict the algorithm from visiting 
the same solution more than once in a given time period. The exploration pressure in TS is 
its ability to accept a worse solution as it progresses through its search. Tabu search has 
been successfully applied to various problem domains [30], including covering location 
models [15, 16]. In RTS the memory size is determined through feedback during the 
search. All pairs are stored in the long term memory. Initial tabu size is set to one. When a 
previously visited configuration in the long term memory reappears tabu size increases to 
include that configuration and if a configuration in the tabu list is not repeated for 2m 
iterations, where m is the current number of servers, it is removed from the tabu list. 

The basic operation in RTS or any other tabu search involves relocating an ambulance 
from a given node (i) to another node (j) where node j is the best location in the 
neighborhood. The pair (i,j) become tabu as long as the tabu is effective. Neighborhood for 
this study is the eight nodes immediately surrounding the selected node. For a given fleet 
size, the first ambulance is selected for the basic operation which determines the best node 
in the neighborhood to relocate this vehicle. The best node is selected based on the best 
coverage calculated by equation (3). This makes up the first iteration. Next, the second 
ambulance is selected for the basic neighborhood search and the process repeats until the 
last ambulance is selected; then, the first ambulance is selected again. Throughout this 
search, the size of the tabu list changes according to the exploration or exploitation pressure 
needed. 

The stopping rule for this implementation of RTS is 100 iterations. This number was 
determined after running a set of sample problems for a long period of time (1000 iterations 
and more) which showed that the incremental gains after 100 iterations were negligible. 
The set of locations during the 100 iterations which resulted in the maximum coverage is 
stored. This solution which is made up of the fleet size, ambulance locations, and the 
resulting coverage is passed to the main algorithm, ISA.  

The major overheads for this search process are (1) searching for the minimum number 
of servers and (2) using Jarvis algorithm to calculate the coverage for every possible 
relocation while searching for the best locations for the current fleet size The look-ahead 
procedure (LAP) reduces the computation time by addressing the above two problems. ISA 
using RTS with LAP follows the steps described below. 

ISA starts with the same initial solution and uses RTS with LAP (RTSLAP) instead of 
the normal RTS to calculate the best locations for a given fleet size. During the 
neighborhood searches in RTSLAP instead of using Jarvis’ algorithm it uses a system wide 
average busy probability expected coverage computation. Therefore, RTSLAP unlike RTS 
does not use Jarvis’ algorithm for each ambulance relocation and thus reduces the 
computation time. Only at the end of 100 iterations of the RTSLAP Jarvis’ algorithm is 
called to compute more accurately ambulance specific busy probabilities and the resulting 
coverage. This solution which is made up of the fleet size, ambulance locations, and the 
resulting coverage is passed to the main algorithm, ISA. 
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Once a solution is reached which satisfies the coverage constraints, this is treated as a 
good intermediate solution. However, the prescribed ambulance locations may be 
suboptimal since RTSLAP uses an average busy probability while searching for ambulance 
locations. We view this as a good initial solution for ISA and re-solve the problem using 
full ISA with RTS. RTSLAP procedure brings the ISA algorithm much closer to number of 
servers required to satisfy the coverage constraint faster than earlier algorithm without 
LAP. The algorithm for the entire search heuristic is available upon request from the 
corresponding author. 

4. Experiments and results 
We test our model, DECL, via an experimental design framework which allows objective 
analyses and statistically significant results, whenever applicable. The model is tested on 
two important metrics: (1) quality of solutions, and (2) CPU times. The quality of solution 
is measured by a comprehensive discreet event simulation model. That is, the solution 
prescribed by the ISA is fed to the simulation model which then produces the true coverage 
statistics along with individual server busy probabilities. The difference between the 
coverage met or exceeded by our model for a given minimum fleet size and the coverage 
calculated via the simulation model is the error margin for our model. If any of the 
solutions prescribed by our model does not meet the coverage requirements when computed 
by the simulation model then we declare that solution as suboptimal or unacceptable. 

The second metric is simply the CPU time for the ISA. The experiments are conducted 
on a Dell PC Pentium IV 2.4 MHz with 512 MB RAM. the ISA is coded in Java (jdk 1.4).  

We generated twenty test problems (10 each for 64 and 256 demand nodes). We 
consider a problem with two distinct periods of demand patterns. During the first time 
period the demand is somewhat evenly (uniformly) distributed across the region and during 
the second time period the demand is non-uniformly distributed, reflecting the shifts in call 
volume due to relocation of population from residential areas of the region to employment 
and perhaps education centers (Figure 1). 

Figure 1. Demand distribution for t = 2. 
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The results from the 20 problems solved using ISA-RTS and ISA-RTSLAP are shown 
in Table 1. For each problem, the fleet size for t = 1 and t = 2, corresponding expected 
coverage (%) computed via the simulation model are shown. Simulated coverages from all 
runs show that the model along with two solution approaches met or exceeded the required 
coverage of 95% with minimum fleet sizes. Table 2 shows the run time values.  

ISA-RTS ISA-RTSLAP No. of 
Nodes 

Problem 
Number Z Expected 

Cov. (%) Z Expected 
Cov. (%) 

19 98.2 19 96.8 1 19 96.3 20 97.3 
19 96.5 18 98.4 2 20 97.2 19 97.3 
20 95.1 19 95.8 3 19 96.4 19 96.8 
18 97.6 19 96.4 4 18 96.7 19 95.4 
19 95.9 19 97.0 5 20 98.3 19 97.7 
20 98.7 20 98.3 6 19 96.8 19 97.5 
18 95.6 18 95.5 7 20 96.1 18 96.4 
19 95.9 20 96.3 8 18 95.5 19 97.5 
20 96.2 19 96.8 9 17 96.9 19 97.6 
19 97.7 19 97.9 

64 

10 19 98.2 19 96.3 
20 96.9 21 97.3 1 19 98.3 21 97.1 
21 97.0 21 97.6 2 21 97.2 20 97.5 
20 96.4 21 97.8 3 20 96.1 20 96.5 
20 97.1 20 97.8 4 21 96.2 21 97.3 
20 96.1 20 96.3 5 21 96.7 21 95.3 
21 97.0 20 97.4 6 21 97.9 20 96.7 
20 96.1 20 96.6 7 21 95.9 20 96.9 
21 96.2 21 96.5 8 20 96.6 21 96.4 
20 97.6 20 97.4 9 21 95.7 20 97.2 
21 97.7 21 96.3 

256 

10 19 97.1 20 98.2 
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Table 2 summarizes the CPU times. As anticipated interesting result is that the Look 
Ahead Procedure (LAP) reduces the run time significantly without compromising from 
solution quality. On average the ISA with LAP runs 2.05 to2.33 times faster that ISA 
without LAP. More important is that at larger size problems (256 node) LAP gives higher 
savings (2.33 times faster) as compared to smaller size (64 node problems, run 2.05 times 
faster). This means that when we start solving even larger and larger problems using LAP 
will give us greater savings.  

No. of 
Nodes ISA-RTS ISA-RTSLAP 
64 226.48, (22.48) 110.00, (28.93) 
256 1281.37, (82.45) 548.02, (152.71) 

Table 2. CPU times in seconds (average, std. dev.) 

5. Conclusions 
In this paper we formulated a new model for dynamic environments with the objective of 
deploying the minimum number of ambulances required to meet mandated coverage 
requirements. Our model uses the expected coverage concept developed by Daskin [12] and 
extended by Galvão et al. [14]. Similar to their approach, we enhance the model’s realism 
by computing server specific busy probabilities using Jarvis’ hypercube approximation 
[21]. We developed an incremental search algorithm (ISA) to solve the new model. In the 
ISA we implemented a reactive tabu search [5] to determine the ambulance locations and 
chose to embed Jarvis’ hypercube approximation algorithm in our heuristic to compute 
ambulance specific busy probabilities. To minimize the computational burden of the 
combined (nested) algorithms, we developed a look ahead procedure (LAP).  

We compared the solution quality in expected coverage using a comprehensive discrete 
event simulation model. Our preliminary findings show that the new model produces high 
quality solutions while the ISA with the LAP is shown to solve problems with 256 nodes on 
average less than 10 minutes versus without the LAP which takes an average of over 21 
minutes. Comparisons with the 64 node problems suggest that computational gains increase 
as the problem size grows. Undoubtedly our model can be solved by another meta-heuristic 
such as genetic algorithms which could be the scope of a future comparative study. 
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