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Abstract. Although in its former formulations the Bus Driver Scheduling 
Problem (BDSP) has been considered as a Set Covering Problem there is in 
practice some complicating additional constraints, arising from government 
legislation, union agreements and company’s dependent operational rules. 
Moreover, costs, quality of service, and the satisfaction of the drivers’ 
expectations have to be taken into account, making the problem really multi-
criteria. By applying Genetic Algorithms (GA), traditional approaches based on 
the Set Covering model have been extended, allowing the simultaneous 
consideration of several complex criteria. In our algorithm, a strong interaction 
with the planner has been promoted, in tuning and refining solutions, and as a 
way to deal with the multi-criteria character of the problem. Exhaustive 
experimental evaluation with real problems from different companies has proved 
that this approach can quickly produce very satisfactory solutions, bringing 
automatic solutions closer to the planners’ expectations. 

1. Introduction 
The bus driver or crew scheduling problem is an extremely complex part of the operational 
planning process of transport companies. This planning process starts by the definition of 
vehicle schedules, aiming at minimising the number of vehicles required. Then the daily 
work of each vehicle is divided into units, called pieces-of-work, that start and finish at 
relief points, i.e., places where drivers can be replaced. Along with the driving time, a duty 
usually also includes meal breaks, overtime periods, as well as the times needed to operate 
the vehicles inside the depot. A set of pieces-of-work that satisfy all the constraints is a 
feasible duty. A solution for the bus driver scheduling problem is a set of feasible duties 
that hopefully cover all the vehicle trips scheduled for a route or a small set of routes. 
Several objectives and goals that will allow judgements of cost and quality also guide the 
process of constructing such a solution. 
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For this type of problem Genetic Algorithms are interesting, because they do not impose 
any particular restrictions on the objective function structure, that may therefore encompass 
different characteristics that are usually very difficult to handle by traditional algorithms. 

2. Models, soft constraints and objectives 
Traditionally the bus driver scheduling problem is formulated as a set covering/partitioning 
problem [2]. In the set covering model overcovers are allowed, meaning that more that one 
duty covers the same piece-of-work. The set partitioning problem forces that there is only 
one driver in each vehicle, at any time. The main difficulty of this particular model is that, 
if a limited number of generated duties is available, we cannot usually guarantee that there 
is a feasible solution [3]. Therefore it is common to start by applying the set covering 
approach, even if the number of overcovers in the final solution may often be very high. 

In this work we propose a relaxation of the set partitioning model in which leftovers or 
uncovered pieces-of-work, i.e., pieces-of-work not associated or covered by any feasible 
duty, are allowed. Leftovers are obviously undesirable, as they correspond to trips with no 
drivers assigned, so they must be penalised in the objective function. In practice, leftovers 
are assigned to crews using extra work time, or grouped together with leftovers from other 
routes. 

The constraints considered in the construction of a feasible BDSP solution can be 
divided into hard and soft constraints. The choice of the constraints to impose to a 
particular problem depends on the structure of the problem and on the operational planning 
rules of the company. Hard constraints cannot be violated and implicitly define the type of 
problem under consideration. In our approach hard constraints guarantee that each piece-of 
work in the solution is covered at most by one duty, although some pieces-of-work may 
remain uncovered (these uncovered pieces-of-work are called leftovers). 

Soft constraints can be violated although they should not. They can be handled as 
independent criteria by the multiobjective genetic algorithm and each violation of a soft 
constraint is penalised according to the extent of that violation. 

2.1. Soft constraints involving leftovers 
The number of leftovers, which we want to minimise, is object of a specific soft constraint. 
In order to avoid the occurrence of long leftovers, we consider that each leftover that lasts 
more than a predefined value (usually, the maximum driving time) is divided into two 
leftovers. As an alternative, we can minimize the overall duration of the leftovers (sum of 
the duration of all the uncovered pieces-of-work). A specific set of soft constraints has also 
been used to model the minimum and maximum duration of the leftovers and their average 
duration.  
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2.2. Soft constraints on the set of duties 
The evaluation of a solution cannot be done only by separately evaluating the different 
duties in the solution. We therefore need to express some global desired features of a 
solution through some other soft constraints: 

(i) constraints on the average duration of duties: many companies want schedules to be 
balanced, i.e., to be formed by duties with similar durations; these constraints try to 
minimise the deviation from a target average duration of the duties; 

(ii) constraints on duty types try to minimise the deviation from a target duration for 
each duty type, as well as the minimum and maximum percentage of each duty 
type; 

(iii) constraints on the number of vehicle changes: some companies do not want their 
drivers to change vehicles often; these constraints try to minimize the number of 
bus changes in a solution. 

2.3. Objectives 
We have considered direct costs and penalisations (associated to the soft constraints) as 
separate components, and have explicitly left the user the option of including the 
penalisations into the cost function.  

The evaluation of the cost of each leftover is carried out in two phases: first, we 
calculate the minimum number of drivers required to perform each leftover. Next, the cost 
of each leftover is evaluated multiplying the minimum number of drivers by a number that 
is proportional to the maximum cost of a duty. 

Two objective functions (to be minimized) are then considered that can be combined 
with any group of soft constraints: 

(i) total cost of a solution; 
(ii) number of duties: this is a special case of the minimization of the total cost of the 

duties, when all the duties have an unit cost. 

3. A multiobjective genetic algorithm for the BDSP 

3.1. Coding scheme 
Our GA is based on a non-standard coding scheme: each piece-of-work corresponds to a 
gene of the chromosome, characterised by the set of duties that cover the piece-of-work in a 
solution [4] [5]. In this approach, called “pieces-of-work coding scheme”, (PWC), each 
piece-of-work corresponds to a gene of the chromosome, and each gene is characterised by 
the duty that covers the piece-of-work in that particular solution. Figure 1 represents a 
solution for a problem with 14 pieces-of-work. The value of each gene corresponds to the 
duty that covers the piece-of-work (e.g. the duty 5 covers pieces-of-work 2 and 11). 
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1 2 3 4 5 6 7 8 9 10 11 12 13 14 
1 5 3 2 1 4 1 0 2 3 5 2 4 0 
Figure 1. A chromosome for the PWC coding scheme. 

When it is not possible to cover all the pieces-of-work, those that remain uncovered are 
given the value ‘0’. Obviously, this particular solution is infeasible for the set partitioning 
problem, but it is a feasible relaxed partitioning solution. 

This coding always represents feasible relaxed partitioning solutions (they may contain 
leftovers, but no overcovers). 

3.2. Crossover and mutation 
We have designed several crossover operators that always produce feasible relaxed 
partitioning solutions. 

Union crossover: This operator randomly selects duties from the parents (usually two) 
in order to build a new chromosome. If some pieces-of-work remain not covered, we 
attempt to cover them with duties randomly selected from the set of generated duties that 
do not violate the hard constraints. 

Two-point crossover: In this operator each parent is divided into three parts and the 
duties belonging to each part are exchanged to build a new chromosome. This operator uses 
two parents to produce one or two children. We try to fill the uncovered pieces-of-work 
with duties randomly selected from the set of generated duties. 

Swap crossover: This operator was inspired by the procedure used by the majority of 
the companies when they build a new schedule manually. The first and last pieces-of-work 
of each vehicle are covered first. The remaining pieces-of-work are covered using a 
procedure similar to the one used in the “union crossover”. 

Concerning mutation, we have designed an operator that destroys part of a solution and 
tries to rebuild it in a different way, and three repairing operators that try to improve a 
solution by performing a search in its neighbourhood. The planner can choose which of 
them he wants to apply and also with what probabilities. 

3.3. Parent selection and the elite set 
The external set is a subset of all the non-dominated solutions found so far [6]. It is updated 
at the end of each generation by adding the new non-dominated solutions and by removing 
the solutions that became dominated by the new ones. The maximum size of the external 
set is predefined by the user, but it can be changed at each generation. When the number of 
non-dominated solutions is larger than this value, a filtering procedure is applied, in order 
to reduce the number of non-dominated solutions in the external set. 

After the evaluation and the fitness assignment of all elements in the population, we 
need to select some of them for reproduction. We have applied the Binary Tournament 
Selection in which two individuals are randomly selected from the population and the 
individual with the highest fitness is selected for reproduction. The individuals called to 
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compete in each tournament are randomly selected from a pool composed by the elements 
of the external set and those of the population. 

3.4. Fitness assignment 
The external set is composed by non-dominated solutions regarding the current population. 
For each solution in the external set we take into account the following two sets: (i) the set 
of solutions it dominates and (ii) the set of solutions that also dominate the solutions in (i). 

In order to obtain a good representation of the potentially non-dominated solutions, each 
solution in the external set should dominate a small number of solutions in the population 
and each of these dominated solutions should in turn be dominated by only a few other 
solutions. 

Loosely speaking, we want to penalise those solutions in the external set that "share" its 
dominance relations with many other solutions. This concept, that we have called 
dominance sharing is formally defined below. 

The fitness of an element of the external set decreases as the corresponding dominance 
sharing increases. The idea is to spread the non dominated solutions as evenly as possible 
through the solutions space.  

In order to rank the solutions in the population our main goal was to assign higher 
fitness values to those solutions that: 

(i) are dominated by a small number of solutions and 
(ii) each of these "dominant" solutions has a small dominance sharing value. 

4. Using the interactive application GenT 
GenT is the application that encapsulates our multi-objective GA. It was coded in C++ and 
it can be used either as a stand-alone application or embedded in the GIST Decision 
Support System.  

The main window of GenT is presented in Figure 2. The text boxes (not editable) show 
the details of the problem and some performance measures of the algorithm. Using the edit 
boxes or the buttons, the user can change the parameters of the algorithm. This window 
also shows some features of the best solutions found so far. A default value is assigned to 
each algorithm parameter but the user can dynamically change the values of the parameters. 

The user can also choose the evaluation criteria to apply for a specified number of 
generations set in the main window. The available criteria are presented in Figure 3. Each 
line corresponds to a given criterion that will be selected through the corresponding check 
box. This window also contains buttons that open new windows allowing the user to 
manipulate the parameters associated to the criteria and to the duty types. 

During the execution of the algorithm the user can: 
• change the parameters of the algorithm and those of the criteria; 
• add or remove criteria from the predefined set; 
• proceed with the current run for a given number of generations, start a new run or 

replicate the current run; 
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• save any non-dominated solution provided by the algorithm, to be later visualised 
by the GIST system; 

• insert a solution into the population - any solution that was previously obtained by 
manual or automatic procedures can be inserted into a population. 

 
Figure 2. Main window of GenT 

 
Figure 3. Criteria window 
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5. Computational experiments with real problems 
Computational experiments have been performed with a set of real problems from three 
Portuguese mass transit companies: STCP in Porto, Carris in Lisbon and SMTUC in 
Coimbra. Each company has its own set of constraints, operational rules and objectives. 
Here we present the particular case of SMTUC, a medium size transport company operating 
with 130 buses and 295 drivers. Bus driver scheduling at SMTUC involves three duty 
types: straight duties, split duties and long break duties. The average duration of all duties 
in a schedule must be as close as possible to 7h00. Both split and long break duties are 
preferred to straight duties, split duties being the most desirable. Leftovers may occur and 
be assigned by planners as extra work to normal drivers or as normal work to extra drivers. 

The algorithm has run with the default parameters. All solutions were obtained in less 
than 10 minutes and no manual adjustments were made. The solutions obtained by the GA 
have been compared with the company current solutions obtained with a Decision Support 
System (GIST) [1] without any automatic procedure.  

Table 1 presents the set of alternative solutions obtained for a problem instance that 
generates the duties for all drivers at weekdays. For each solution, Table 1 shows the 
number of duties, the number of leftovers, the total duration of the leftovers, the average 
duration of the duties and, for each duty type, the number of duties and the corresponding 
average duration. Solution SMTUC corresponds to the current company solution. We have 
managed to produce a solution with less five duties (210) than the current solution and no 
leftovers, and several solutions with a higher reduction on the number of duties but with 
some uncovered work. Note that as the number of duties decreases, the number of leftovers 
increase, as well as the number of long break duties. The final decision on which solution 
corresponds to the best trade-off between the chosen criteria is left to the planner.  
Solution # # dur. av.dur Split duties Long break 

duties Straight duties 
 duties left. left. duties # av.dur # av.dur # av.dur 
SMTUC 215 2 6:35 6:35 173 6:37 34 6:38 8 6:05 

1 213 0 0:00 6:33 171 6:31 42 6:42 0 0:00 
2 211 0 0:00 6:35 155 6:33 56 6:42 0 0:00 
3 210 0 0:00 6:37 154 6:35 56 6:43 0 0:00 
4 208 2 2:30 6:38 151 6:37 57 6:44 0 0:00 
5 207 4 7:45 6:39 150 6:38 57 6:44 0 0:00 

Table 1. Solutions for problems SMTUC 

6. Conclusions 
The Bus Driver Scheduling Problem is a complex multi-criteria combinatorial decision 
problem that has to deal with a large set of labour and resource constraints, operational 
costs and service quality requirements. 

Traditional approaches based on the Set Covering model hardly handle the non-
structured multi-criteria aspects of the problem and clearly lack flexibility. In this paper we 
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have extended these approaches by designing a multi-objective Genetic Algorithm, GenT, 
which enables planners to fully exploit their experience in refining automatically produced 
solutions. GenT can be used either as a stand-alone application or embedded in the GIST 
Decision Support System. 

GenT is based on a non-standard coding scheme and special operators have been 
designed to take full advantage of the specific features of the problem. In particular 
different types of crossover and mutation operators have been implemented, and a global 
approach based on the concept of Pareto dominance to rank the individuals in the 
population has been adopted. An elite set keeps a representative subset of all the non-
dominated solutions found so far, separately from the current population.  

Moreover, experts can be extremely useful in performing adjustments to the solutions. 
Therefore, a strong interaction with the planner has been promoted, in tuning and refining 
solutions, and as a way to deal with the multi-criteria character of the problem. 

Finally, it should be noted that solutions are difficult to assess when the criteria under 
consideration are not just costs. However experimental evaluation with real problems from 
several Portuguese companies has shown that the GenT tool embedded in the GIST system 
can quickly produce very satisfactory solutions closer to the planners’ expectations. 
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