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Abstract

This paper mainly concerns with the modeling, the designing, the dimensioning and the tun-
ing of a network system supporting a high quality desktop videoconference service for a large
community of users scattered over a metropolitan area.

The network topology of reference consists in different groups of Ethernet LANs interconnected
by a DQDB backbone through high performances multiport switches, trying to exploit the
bandwidth saving introduced by best efforts techniques and to maintain the investment of a
large community of users. Three main subnetwork systems have been investigated: the single
LAN segment, each group of locally switched LAN segments, the DQDB backbone. A simulation
model has been designed for each subsystem and has been run separately. The obtained results
have been of great aid in dimensioning and tuning a simulation model of the whole system,
by which the tested packet switched network protocols and technologies have been shown to
effectively support high quality multimedia real time services, at the price of a careful planning
and tuning activity. More in details, our simulations show that up to a 70% occupation of
the available bandwidth is compatible with a satisfactory quality of user perception, and that
Ethernet is the system bottleneck, due to sudden and unpredictable peaks in the LAN access
delay.

Finally, the adoption of the Real Time Transport Protocol, especially conceived to improve
the steadfastness of the delivered frames inter-arrival time, revealed itself to be a crucial choice
in this context in order to improve the quality of the user perception.
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1. Introduction

This paper is the result of a long period of research activity aimed to determine the network
solutions, from both the architectural and technological points of view, supporting a high quality
videoconference service supplied to a large community of users scattered over a metropolitan
area. The paper is based on the experiences already maturated by testing videoconference ap-
plications and, via simulation, by modeling and by evaluating the performance of heterogeneous
network systems ([2], [5], [6], [7], [9]).

The most natural approach to the realization of a videoconference service of high quality seems
to be a connection oriented transport mechanism characterized by a peak bandwidth assignment.
On the other hand, the great diffusion of the Internet technologies and the bandwidth saving
introduced by best effort techniques, caused most current multimedia applications to be based
on the IP connectionless network layer protocol.

As a consequence, we will refer to a network topology in which different groups of Ethernet
technology based LANs are interconnected by a DQDB ([15]) backbone through high perfor-
mances multiport switches. The efficiency of LANs in offering low cost bandwidth to support
real time video applications, makes their interconnection through a backbone a natural solution
in order to extend broadband services to a metropolitan area, while the choice of Ethernet, aware
of the performance constraints introduced by this technology ([11]), is due to the mandatory
requirement of maintaining users investments.

It has already been proved that DQDB supports the transmission of multiple high quality video
streams with a satisfactory QoS and that it better performs, in terms of bandwidth utilization,
than bandwidth reservation techniques ([6], [7]). In addition DQDB is highly compatible with
ATM ([4], [16]), which will be probably adopted by most of the metropolitan and geographical
networks of the future.

The interconnected system behavior has already been simulated in order to determine the
optimal topological configuration with respect to the number of served users ([7]). In such a
simulation, delays different from those generated by the MAC layer and the mutual influence
of different sources of information were voluntarily neglected. The present work completes the
analysis of the whole system since:

• a unique simulation model is defined in order to evaluate the performance of the LAN/MAN
system, thus properly considering the fundamental mutual influence of the interconnected
devices;

• the protocol stack is extended up to the network and transport layers by the TCP/IP
and RTP/RTCP protocol suites ([19]). In particular, the Real Time Transport Protocol,
simply RTP in what follows, implements a transport and delivery service with useful
characteristics for multimedia real time applications;

• QoS requirements are fully considered from the user point of view, including a constraint
on the number of lost video frames.

All the simulation models have been built by means of Opnet, a discrete event simulation
framework by MIL3 Inc. [22].

The tested protocols and technologies have been shown to effectively support high quality
multimedia real time services, at the price of a careful planning and tuning activity. More in de-
tails, our simulations show that up to a 70% occupation of the available bandwidth is compatible
with a satisfactory quality of user perception, and that, due to sudden and unpredictable peaks
of the LAN access delay, Ethernet represents the system bottleneck. In addition, the adoption
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Figure 1: temporal relations existing among the events of interest, in this context, in the trans-
mission of a video stream (the length of intervals is not proportional to their duration).

of RTP has been proved to be mandatory in order to achieve good performances from the user
point of view, if already in presence of a properly dimensioned network platform.

Before coming into deeper details let us introduce just few notations. In what follows we will
denote by:

• Pi the instant in which the ith frame starts to be delivered to the grabber;

• gi the instant in which the grabber starts the digitalization of the ith frame;

• ei the instant in which the sender starts to encode of the ith frame;

• ti the instant in which the presentation layer at the sender invokes the transport layer;

• ai the instant in which the transport layer at the receiver invokes the corresponding indi-
cation primitive;

• pi the instant in which the presentation layer makes the frame available to the consumer
application;

• Vi the instant in which in which the ith frame is presented to the user.

Figure 1 shows the temporal relation existing among the just introduced events.

2. Videoconferencing service and user requirements

In this section we will identify and quantify the parameters which could reasonably lead to
videoconference sessions of good quality on widely available and not particularly expensive
computing resources.

Some of them are easily identifiable, such as the image size, the frame rate and the number
of displayed colors. Much more difficult is to identify and to quantify the impact on the user
satisfaction level of the frame delay and loss of information introduced by network.

At this regard, it is absolutely reasonable to consider two additional parameters:

• the video frame end-to-end delay Di = Vi − Pi (see figure 1);

• the number of discontinuities due to the frames that are played multiple times at the
receiver or are not played at all.

Obviously discontinuities may have a very severe effect on the quality of perception.

As far as the image size, the frame rate and the number of displayed colors are concerned,
due to the assumed computing power limitations, we restrict ourselves to consider a full motion
service for full color images of medium size. This choice guarantees a reproduction quality level
higher than the one considered in analogous evaluations ([1], [10], [12]) and makes it possible
the transmission of detailed still images.

Without loss of generality, only 2-way conference sessions have been considered, since it has
been shown ([10]) that the popularity of multiple way video-calls is low if the community of
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users is not large. Finally, the maximum desirable end-to-end video frame delay is fixed to 300
msec in order to guarantee the ”lip sync” and the discontinuity rate constrained to a desirable
value of 0.25 discontinuities per second.

3. The simulation scenario

This section illustrates the main characteristics of the particular simulation scenario we consider
in terms of the adopted network configuration and protocol stack.

The whole system is composed by a looped DQDB backbone based onto the standard DS3
transmission system (nominal rate 44.736 Mbps). The backbone can be accessed by multiport
high performance switches, figure 2 shows only two of them, allowing the interconnection of
multiple LAN segments.

The network spans over a metropolitan area. The distance between two adjacent access nodes
is assumed to be bounded by 5 kilometers, while the workstations connected to the same LAN
segment are assumed to be very close (inside the same building). Two LAN segments are
connected to each access node and dedicated to the videoconference.

It has already been proved that, with respect to this technological scenario, not more than 7
access nodes to the backbone can be considered without dramatically reducing the whole system
performance ([7]).

Three different kinds of videoconference sessions have been considered:

• local sessions, involving two users connected to the same LAN segment (see figure 3);

• local switched sessions, involving two users connected to different LAN segments of the
same LAN site (see figure 4);

• remote sessions, involving two users connected to different LAN segments of different LAN
sites (see figure 5);

Obviously, remote sessions are the most critical ones. As a consequence our main interest will be
in achieving a satisfactory Qos when the maximum tolerable, in terms of bandwidth occupation,
number of remote videoconference sessions are simultaneously active.

As far as the selection of the interconnection unit is concerned, it is worth noting that, ac-
cording to the IEEE 802.6 ([15]) and IEEE 802.3 ([14]) specifications, switching between the
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Ethernet and QDDB technologies does not require data unit fragmentation. Consequently the
adoption of self-learning, store and forward switching device is quite natural in this context in
order to guarantee a fast forwarding and a high throughput.

As concerns the choice of a particular protocol stack, the TCP/IP protocol suite has been
adopted, extended up by RTP/RTCP protocol suite ([19]) (see figure 6), which implements a
transport and delivery service with useful characteristics for multimedia real time applications.

With respect to the particular scenario we consider, TCP has a major drawback in packets
retransmission, which could result in a significant additional delay and bandwidth occupation.
Moreover a controlled loss of information does not represent a crucial aspect in this context, since
it could not have a relevant impact on the quality of the user perception. As a consequence the
adoption of UDP ([17]) is a quite natural choice here.

In this section, we will only briefly sketch the characteristics of UDP since we assume the
reader to be already familiar with its behavior and with the behavior of IP. Much more detailed
will be the description of both the components of the RTP/RTCP protocol suite, since it is of
great relevance in this paper.

UDP mainly multiplexes/de-multiplexes the application flow and makes it possible to distin-
guish among different destinations within a given host. Moreover, datagrams and destination
addresses are checked for integrity. Unfortunately the UDP entity is a blind source delivering
datagrams to the network with no regard to the bandwidth availability. As a consequence, if
the network is already overloaded, the entity keeps on trying to occupy the available bandwidth,
inducing stronger queue occupancy problems, or, in the worst case, causing queue congestion
and frame loss phenomena.

RTP makes it possible to keep the end-to-end frame delay constant, i.e. to maintain the
temporal structure of transmitted data independently of the variability of the end-to-end network
delay di = ai − ti (see figure 1). Such a temporal consistence is obtained at the price of an
additional buffering delay bi = pi − ai (see figure 1) and of the loss of information. The lower
is the accepted delay, the bigger could be the amount of lost information. Let f1, f2, . . . , fn, be
the sequence of processed frames and let us assume, for the sake of simplicity, both fi and ti,
i = 1, 2, . . . , n, to be stored by exactly one RTP packet.

The main idea underlying RTP is that of properly scheduling the pi’s sequence in order to
keep τi = pi − ti constant, compatibly with the maximum tolerable loss of information and
with the required quality of service. The following ([18]) is an example of a frame presentation
algorithm, which is typically not considered as an integrant component of RTP: f1 is immediately
made available to the consumer application, i.e. p1 = a1 and τ1 = d1. For any other frame fi,
2 ≤ i ≤ n, pi = p1 +T ∗ (i−1)+f(a1, . . . , ai−1)∗T , where T is the inverse of the frame emission
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Figure 7: the pi’s scheduling with respect to an hypothetical transmission of 8 video frames. Dia-
grams (a), (b) and (c) respectively describes the temporal structure of the transmitted data, the
delay introduced by the network and the way in which the RTP destination entity reconstructs
the original data temporal structure.

rate and f(a1, . . . , ai−1) is an integer valued function adapting τi to the particular load of the
network . Figure 7 illustrates the main idea underlying RTP.

The loss of information is the main reason of discontinuities at the receiver. If the packets lost
by the network are not taken into account, it is possible to distinguish four possible reasons of
discontinuity introduced by RTP:

1. some frame fi has to be discarded since it is received after its presentation time, i.e. for
some 1 ≤ i ≤ n, ai > pi (see figure 8 for an example);

2. due to an unpredictable variation of τ , the scheduled presentation times for two adjacent
frames differ for more than T . More formally, if, for some 1 ≤ i ≤ n − 1, τi+1 − τi > 0,
then pi+1 − pi ≥ c ∗ T , c ≥ 1, and consequently fi has to be presented c + 1 times before
fi+1 can be presented (see figure 9 for an example);

3. due to an unpredictable variation of τ , the presentation time for some frame f could
be scheduled before those of some already received and not yet presented frames. More
formally, if, for some 2 ≤ i ≤ n, τi − τi−1 < 0, then, if some frame fk exists, k < i, such
that pk ≥ pi and fk has not been presented yet, then either fi or fk has to be discarded
(see figure 10 for an example).

4. some frame has to be discarded since, due to an unpredictable variation of τ , it should
be presented before some already presented frame. More formally, if, for some 2 ≤ i ≤ n,
τi − τi−1 < 0, then, if some frame fk exists, k > i, such that pk > pi and pk has been yet
presented, then fi has to be discarded.

As concerns RTCP, it reports the RTP entities on the quality of the RTP service, thus making
it possible to adapt their emission rate to the particular load of the network in order to improve
the quality of the service itself or to save bandwidth.

4. The modeling and simulation activities

In this section we describe the most relevant steps of the modeling and simulation activities.
Firstly we tested some video conference tools and we choose the one guaranteeing the highest
quality level, instead of the better efficience. The media stream generated by the application
was then captured by a LAN spying monitor, analyzed in depth, and finally reproducted in
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the simulation model. Three main subnetwork systems have been considered by our simulation
activity:

• each single LAN segment;

• each pair of switched LAN segments;

• the MAN backbone.

In order to avoid to run complex and lengthy simulations directly investigating the performances
of the whole system, we designed a simulation model for each subsystem and we ran them
separately. Intermediate results were used to dimension and tune the model of the whole system.

4.1. Video stream characterization

Several videoconference applications have been tested on a Sparc Workstation equipped with
a SunVideo board (24 bits per pixel). With respect to this particular hardware platform,
ShowMeTM ([21]) resulted to be the application best fitting our needs. ShowMeTM makes
it possible for the user to fix the frame rate from 1 to 30 frames per second and to select among
176x144, 384x288 and 640x480 pixels 256 colors images. As already stated we restrict ourselves
to consider a full motion service (25 frame per second) with medium sized pictures (384x288
pixels in 256 colors).

The compression algorithm adopted by ShowMeTM (CellB), is a complex mechanism which
implements both intra-frame and inter-frame compression techniques, operating a non reversible
transformation of 4 × 4 blocks of pixels. In addition, similar corresponding blocks in successive
frames are simply skipped. As a consequence, the resulting compressed video frames have a
variable length. We concentrated our attention on the streams generated by rather still images,
as usual in videoconference sessions, and we experimentally investigated their characteristics.
Figure 12 shows the video frames length for one of such streams. Both the average bit rate, 1.7
Mbps, and the average size of compressed frames, 8634 bytes with a standard deviation of 225
bytes, have been determined.

As far as the end-to-end frame delay is concerned, the SunVideo board does not start com-
pressing a video frame until it has not been entirely buffered. As a consequence, a delay of
one frame period, i.e. 40 ms, is accumulated from the time a scene is captured to the time the
application makes the corresponding video frame available to the RTP source entity. At the
receiver, the delay introduced by the decoder is 40 ms, since it operates on a frame by frame
basis too. As a consequence, in order to not exceed the maximum tolerable end-to-end frame
delay, fixed to 300 ms in this context, pi − ti must not exceed 220 ms.
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Figure 12: video frames length in a ShowMeTM video stream (384 x 288 pixels, 25 frames per
second, 256 colors low moving scene).

4.2. The RTP, RTCP, and IP Models

The model adopted for RTP schedules the pi’s sequence trying to optimize the value of pi − ti
with a percentage of discarded frames not greater than 1%. The play-out algorithm adopted by
the model directly derives from the blind delay method described in [18], which increases the
buffering delay by 40 ms, the video frame period, when the percentage of lost frames exceeds
the fixed threshold. Finally, the model does not exploit the facilities introduced by RTCP, but
takes in account its bandwidth requirements.

The UDP and IP adopted models implement the main functionality of both protocols. Since
we assume the reader to be already familiar with their behaviors, only the IP model will be
briefly described. Each IP entity is modeled by a FIFO queue system with a fixed service rate
of 1,000 packets per second. Such a rate, usually supported by not overloaded workstations, is
high enough to have a minor influence on the whole system performance.

Each video frame is fragmented by the IP layer in a sequence of Ethernet frames having a
maximum length of 1,500 bytes plus overhead. Since the average size of the transmitted video
frames is 8,634 bytes, 5 or 6 Ethernet frames are usually required for the transmission of a
single video frame. The loss of any of such frames causes the entire video frame to be lost.
Unfortunately, the resulting traffic on the Ethernet bus is extremely bursty.

5. The switching device model

The model adopted for the switching device supports a subset of the functionality described by
the IEEE 802.1D standard [13], i.e.:

• the MAC frame filtering and forwarding;

• the MAC frame discarding.

More in details, the model implements a store and forward switching technique, by which, as
shown by figure 13, each valid frame is first of all processed by a Learning Process, which updates
and maintains a filtering database (Learning Table in figure) . The same frame is successively
processed by a Filtering Process, which discards each frame destinated to the same LAN segment
it comes from. If the frame is not discarded, it is associated to the port specified by the filtering
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Figure 13: the adopted switching device model.

database. Finally, the Forwarding Process de-multiplexes the input flow and forward the frames
to the associated output ports. The model is mainly characterized by 3 parameters:

• the maximum switching device transit delay;

• the filtering service rate;

• the forwarding service rate.

As usual in industrial standard, the values fixed for such parameters respectively are: 10 ms,
100,000 MAC frame per second, and 50,000 MAC frame per second.

As evident, we do not model the variable component of the delay proportional to the packet
size.

5.1. Ethernet and DBQB Models

The adopted Ethernet model is fully conformed to the IEEE 802.3 ([14]) recommendation for
10Base2 Ethernet segments. Signals are assumed to propagate at 0.66 times the light speed.

The DQDB subnetnetwork model is conformed to the IEEE 802.6 ([8], [15]) recommendation
and provides to the LLC sublayer a significant subset of the DQDB Layer Service functionality.
The MAC connectionless service is fully implemented by the DQDB MAC sublayer, which
fragments each received SDU in small slots of 44 bytes called cells. As a consequence 35 cells
are required to transport a 1,500 bytes MAC SDU. The loss of any cell causes the unit, and as
a consequence the whole video frame, to be lost.

At the physical layer, the influence of some management operations, like the MID assigning
mechanism [15] has been carefully modeled. The physical layer convergence function to the DS3
transmission system, usually neglected in analogous simulation models, has been implemented
and the transmission system overhead taken into account.

Finally, each access node to the backbone is connected to two unidirectional buses and, in order
to optimize the use of the available resources, has to route each incoming communication instance
on just one of them. Unfortunately, the 802.6 recommendation does not contain mandatory



13.

indications at this regard. In this context, the adopted technical solution is based on a self-
learning procedure similar to that implemented by the switching devices.

6. The network dimensioning and tuning processes

RTP obviously helps the system in satisfying the QoS established requirements. Nevertheless it is
not difficult to realize that this capability is greatly influenced by the value of di. Unfortunately,
there is no way to directly influence such a delay different from an accurate and effective network
dimensioning and tuning process, which has been mainly finalized to:

• reduce the video frame delay jitter, i.e. the variation of di;

• control the loss of frames;

• obtain a fair behavior from the network devices and the protocol entities, thus preventing
one of them to become the bottleneck of the whole system.

As already stated, there is no way to directly control the video frame delay jitter, since it is
mainly due to the variation of the MAN and LAN access times and to the time of permanence
of frames into the network queues. As a consequence the adoption of RTP revealed itself to be
mandatory in this context in order to smooth the di variation. However the maximum tolerable
value of pi − ti can be increased by the adoption of particularly efficient encoding and delivering
mechanisms. In particular, the MAC SDU size strongly affects the Ethernet access delay. By
setting such a parameter to 1,500 bytes, it is possible to obtain optimal LAN access delays ([3]).

Let us come to consider the influence of lost packets on the performance of the whole network.
A video frame can be lost either during its transmission through the network or once it has
already reached its destination. In the first case the frame can be discarded since:

• the maximum number of collisions allowed by the CSMA/CD protocol has been exceeded;

• the maximum allowed switching device transit delay has been exceeded;

• the access queue to the backbone is full.

Since we do not take into account discarding due to checksum faults, once a frame, or a portion
of it, has reached its destination, it can still be discarded:

• by the RTP layer (see section 3 for further details);

• by the IP layer if an IP datagram does not reach the IP destination entity, thus preventing
the correct reassembling of the UDP frame.

We obviously would like to avoid discarding frames at the destination site, since it could save
bandwidth. As a consequence, we dimensioned the DQDB access queues (1,500 cells) and we
fixed the maximum allowed switching device transit delay (10 msec) in such a way that frames
that will, with a high probability, exceed the maximum threshold fixed for pi − ti, are discarded,
for queues congestion problems, before they reach their destination .

Since a video frame spans over multiple consecutive MAC frames, it should be preferable to
discard consecutive frames than discard frames randomly. Intuitively the discarding process due
to queue congestion problems has this property.

Finally, fairness is traditionally intended as the network capability of guaranteeing a service
rate independent from the load and the location of devices. In this context, in order to equally
distribute loss and delays, a system will be considered fair if the higher will be the load of
any device and protocol entity, the higher will be its service rate. We will mainly concentrate
ourselves in improving the fairness of the MAN subnetwork system by acting on the Bandwidth
Balancing Module, BWBM in what follows, parameter, as defined in [20].
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pi − ti di MAC Access Delay
Avg Std Dev Max Avg

Workstation 1 114 14 10 123 10

Workstation 2 134 18 15 123 9

Workstation 3 154 17 16 160 9

Workstation 4 151 15 15 148 11

Figure 14: average values produced by the simulations if 2 local videoconference sessions are
simultaneously active on the same LAN segment. Workstations 1 and 2 (resp., 3 and 4) are
involved in the same videoconference session.

pi − ti di MAC Access Delay
Avg Std Dev Max Avg

Workstation 1 178 18 16 140 12

Workstation 2 130 19 19 198 13

Workstation 3 218 21 25 218 12

Workstation 4 211 18 22 195 14

Figure 15: values produced by the simulation resulting in the worst pi− ti, if 2 local videoconfer-
ence sessions are simultaneously active on the same LAN segment. Workstations 1 and 2 (resp.,
3 and 4) are involved in the same videoconference session.

7. Simulation results

Four series of simulations have been run, one for each recognized subnetwork system and one for
the whole network. Simulations inside the same series are mainly characterized by the temporal
sequence of activation of the involved videoconference sessions. As will be clear later this aspect
greatly influences the simulation results.

7.1. Single LAN segment

The simulation activity has been finalized to evaluate the maximum number of simultaneous
videoconference sessions supportable by the subnetwork system, compatibly with the available
bandwidth, the bound fixed for pi − ti and the maximum tolerable loss of frames. Four dif-
ferent video streams, those generated by 2 local videoconference sessions, have been assumed
to simultaneously flow through the LAN segment. This assumption is surely significant, since
it corresponds to a 70% level of utilization of the available bandwidth ([3]). On the other
hand more than 2 simultaneous videoconference local sessions will be clearly not supportable
by Ethernet.

Several simulations have been performed, randomly generating different load distributions
and evaluating, for each transmitted flow, the average value of di, its standard deviation, the
maximum and average MAC delays and finally pi − ti, which has been evaluated once the
percentage of frames discarded by RTP stabilized itself on a value very close to the required
1%. From this time on, in fact, pi − ti too has been experimentally proved to stabilize itself.
Figures 14 and 15 respectively illustrate the average values produced by our simulations and
those produced by the simulation resulting in the worst value of pi − ti.
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We observe that:

• the average value of pi − ti is extremely low with respect to the bound considered as
tolerable in this context;

• the most significant component of di is given by the MAC access delay, more than the
50%;

• the real critical aspect of the system is given by the broad variation of the MAC access
delay. It is worth noticing how RTP smoothes this variation by introducing a substantial
additional delay with respect to di. Nevertheless the bound we fixed as tolerable for pi− ti
is not exceeded.

Concluding:

• Ethernet is a good technology in terms of fairness, speed, and transport capacity;

• Ethernet alone cannot in general guarantee the required quality of service due to the
excessive variation of the MAC access delay;

• the use of an adequate presentation protocol is as a consequence mandatory. The results
obtained from this point of view by RTP are very encouraging, as shown by figure 16,
where the values of ai − ti and pi − ti relative to a portion of a 20 seconds long video
sequence are compared. It is worth noticing how, in correspondence of sudden network
delay peaks, RTP increases the video frame end-to-end delay, which is maintained constant
at the price of a higher buffering delay.

7.2. Switched LAN segments

Four different video streams, those generated by 2 local switched videoconference sessions, have
been assumed to simultaneously flow through the subnetwork system. There are two mainly
differences with the case of a single LAN segment we just considered:

• four different data flows are still simultaneously present on each LAN segment, but they are
generated by three network devices instead of four. Each switching device, which generates
a traffic which is more or less twice the traffic flowing out from each workstation, obviously
introduces a fairness problem;

• the values of di, and consequently those of pi − ti, should increase, since two accesses to
Ethernet are required in order to transmit a frame instead of one.

Several simulations have been performed, randomly generating different load distributions
and considering, for each transmitted flow, the average value of di, its standard deviation, the
maximum and average MAC access delay suffered by the transmitting workstations, pi − ti, and
the MAC access delay suffered by the switching devices.

The results we obtain in absence of burst superposition phenomena do not substantially differ
from those obtained for the single LAN segment subnetwork system, as shown by figure 17.
Thus the Ethernet technology guarantees very good performance in this case too (these results
are aligned to those reported in [7]).

On the opposite, in presence of burst superposition phenomena, the required quality of service
seems not to be achievable, as shown by figure 18.
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Figure 16: comparison between the values of ai − ti and pi − ti relative to a portion of a 20
seconds long video sequence.

pi − ti di MAC Access Delay
Avg Std Dev Max Avg

Workstation 1 151 21 19 149 9

Workstation 2 153 19 20 138 10

Workstation 3 161 19 22 101 9

Workstation 4 135 17 15 152 12

Switching Device Port 1 110 3
Switching Device Port 2 81 3

Figure 17: average values produced by the simulations if 2 local switched videoconference ses-
sions are simultaneously active in the subnetwork system and in absence of burst superposition
phenomena. Odd numbered workstations are connected to the same LAN segment.
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pi − ti di MAC Access Delay
Avg Std Dev Max Avg

Workstation 1 222 25 34 207 11

Workstation 2 230 22 37 211 13

Workstation 3 290 22 44 142 10

Workstation 4 217 20 27 342 18

Switching Device Port 1 155 5
Switching Device Port 2 178 5

Figure 18: average values produced by the simulations if 2 local switched videoconference sessions
are simultaneously active in the subnetwork system and in presence of burst superposition
phenomena. Odd numbered workstations are connected to the same LAN segment.

7.3. The backbone

The problem of effectively dimensioning the DQDB subnetwork system has been already faced
and solved in [6] and [7]. In [7] it has been experimentally proven that, in order to guarantee
a high quality videoconference service, not more than 7 access nodes can be connected to the
network. In this section, we mainly focus on obtaining a good level of fairness in accessing the
DQDB backbone. Fairness is traditionally intended as the network capability of guaranteeing a
service rate independent from the load and the location of devices. In this context, in order to
equally distribute loss and delays, a system will be considered fair if the higher will be the load
of any device and protocol entity, the higher will be its service rate.

Several series of simulations have been run trying to consider more and more realistic contexts
and exploiting the results obtained by one simulation to define a more effective tuning of the
subsystem to be adopted in successive simulations. During this refinement process, we focused
our attention onto the BWBM parameter, trying to verify whether it could be a valid instrument
in order to smooth the access delay variation, independently from the load and the location of the
particular access node. It is worth noticing that, due to this particular objective, we voluntarily
considered as significant situations in which the maximum tolerable frame end-to-end delay has
been exceeded.

The backbone behavior has been investigated with respect to just one of the two DQDB
unidirectional buses. The access nodes to such a bus will be identified by an integer from 1 to
7, with node 1 the node closest to the head of the bus and node 7 the node closest to its end,
as shown by figure 19. Different copies of the same video stream flow into the network through
the access nodes, several streams possibly flowing through the same access node.

We started our simulations by considering a single stream flowing out from each access node,
resulting in a 32.2% level of utilization of the available bandwidth, and the BWBM parameter
at each access node set to 4. The maximum and the average values of the access queues length
and of the delay suffered by the switching devices trying to access the bus have been measured,
together with their standard deviations. The unfairness of the system has been evaluated as the
standard deviation of the average permanence time in the access queues: the lower is this value,
the fairer can be considered the system. With respect to this particular simulation scenario, the
system behavior can be considered substantially fair, as shown by figures 20 and 21, while the
queues occupancy is substantially negligible.

A second series of simulations have been run, doubling the number of streams flowing out
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Figure 19: access nodes dislocation along the tested bus.

Node Flows BWBM Access Queue Length Bus Access Delay

Max Avg Std Dev Max Avg Std Dev

1 1 4 144 16.7 28 10.7 4.7 2.1

2 1 4 131 17.5 28 9.9 4.9 2.1

3 1 4 152 17.4 30 10.8 4.9 2.2

4 1 4 162 18.4 31 11.6 5 2.2

5 1 4 165 18 31 11.5 4.9 2.3

6 1 4 157 19.3 30 11 5 2.2

7 1 4 162 18.8 30 11.2 5.1 2.2

Bandwidth Utilization 32%

Unfairness 0.11

Figure 20: fairness simulation results for just one stream flowing out from each access node.
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Figure 21: worst and average values of the bus access delay for just one stream flowing out from
each access node.
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Node Flows BWBM Access Queue Length Bus Access Delay

Max Avg Std Dev Max Avg Std Dev

1 2 4 304 82 74 23 10.4 5.7

2 2 4 305 82 74 22.8 10.3 5.7

3 2 4 304 82 74 22.8 10.4 5.8

4 2 4 311 86 76 23 10.8 5.8

5 2 4 315 88 76 22.8 11.1 5.8

6 2 4 317 90 78 22.8 11.3 5.9

7 2 4 315 89 79 23.1 11.2 6

Bandwidth Utilization 72.1%

Unfairness 0.099

Figure 22: fairness simulation results for two streams flowing out from each access node.

from each access node, which results in a 72.1% level of utilization of the available bandwidth.
As shown by figures 22 and 23, the results do not substantially differ from those obtained by
the first series of simulations.

Unfortunately, assuming that the same number of streams will flow out from each access node
is not realistic. In fact, the closer is the node to the head of the bus, the higher will probably be
its load. Thus, three more series of simulations have been run, in which the number of streams
flowing out from each access node has been considered as proportional to its distance from the
end of the bus. In the first series, 4 streams have been assumed to flow out from nodes 1 and 2,
two from nodes 3, 4, 5 and 6 and no streams from node 7, resulting in a 82% level of utilization
of the available bandwidth. All the access nodes have been assigned a value of the BWBM
parameter equal to 4. As shown by figures 24 and 25, the system does not fairly behave.

As a consequence, the same series of simulations have been repeated with different values of
the BWBM parameter, which has been set to 8 at nodes 1 and 2, and to 3 at nodes from 3, 4, 5,
6 and 7. The system shows a better behavior (the unfairness value decreases from 4.63 to 2.62)
but still substantially unfair, as shown by figures 26 and 27.

Finally we succeeded in obtaining a good level of fairness by changing from 3 to 4 the value
of the BWBM parameter at nodes 3, 4, 5, 6 and 7, as shown by figures 28 and 29.
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Figure 23: worst and average values of the bus access delay for two streams flowing out from
each access node.

Node Flows BWBM Access Queue Length Bus Access Delay

Max Avg Std Dev Max Avg Std Dev

1 4 4 790 319 215 29.4 18.2 8.7

2 4 4 817 321 214 29.8 18.3 8.5

3 2 4 277 65 65 18 8.3 4.3

4 2 4 272 64 65 17.7 8.3 4.3

5 2 4 282 66 66 18 8.4 4.3

6 2 4 279 67 66 17.8 8.7 4.3

7 0 4 0 0 0 0 0 0

Bandwidth Utilization 82.1%

Unfairness 4.634

Figure 24: fairness simulation (first series) results when the number of streams flowing out from
each access node is proportional to its distance from the head of the bus.
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Figure 25: worst and average values of the bus access delay when the number of streams flowing
out from each access node is proportional to its distance from the head of the bus (first series).

Node Flows BWBM Access Queue Length Bus Aceess Delay

Max Avg Std Dev Max Avg Std Dev

1 4 8 599 177 155 22.6 10.4 5.9

2 4 8 624 181 154 23.2 10.6 5.8

3 2 3 369 34 95 29.2 16.2 8.2

4 2 3 366 130 94 28.7 15.8 8.3

5 2 3 369 132 94 28.8 16.1 8.3

6 2 3 362 133 94 29.2 16.1 8.4

7 0 3 0 0 0 0 0 0

Bandwidth Utilization 82.1%

Unfairness 2.62

Figure 26: fairness simulation (second series) results when the number of streams flowing out
from each access node is proportional to its distance from the head of the bus.
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Figure 27: worst and average values of the bus access delay when the number of streams flowing
out from each access node is proportional to its distance from the head of the bus (second series).
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Node Flows BWBM Access Queue Length Bus Access Delay

Max Avg Std Dev Max Avg Std Dev

1 4 8 665 221 173 22.6 12.9 5.9

2 4 8 691 226 172 23.2 13.2 5.8

3 2 4 337 109 85 29.2 13.5 8.2

4 2 4 336 106 84 28.7 13.2 8.3

5 2 4 342 108 65 28.8 13.4 8.3

6 2 4 341 109 85 29.2 13.5 8.4

7 0 4 0 0 0 0 0 0

Bandwidth Utilization 82.1%

Unfairness 0.21

Figure 28: fairness simulation (third series) results when the number of streams flowing out from
each access node is proportional to its distance from the head of the bus.

Unfairness: 0.21
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Figure 29: worst and average values of the bus access delay when the number of streams flowing
out from each access node is proportional to its distance from the head of the bus (third series).

7.4. The overall system

The scenario we consider in simulating the behavior of the whole system is the following:

• two LAN segments, among the ones connected to the same access node, are dedicated to
videoconference, and, on each of them, two workstations are simultaneously involved in a 2-
way remote videoconference session. As a consequence 14 video streams will simultaneously
propagate through each bus.

• the BWBM parameter has been set to 8 at nodes 1 and 2 and to 4 at nodes 3, 4, 5, 6 and
7.

We will again focus our attention on just one bus, with node 1 the node closest to the head of
the bus and node 7 the node closest to its end. With respect to the only considered bus, we will
assume 4 streams flowing into the network through node 1, 3 through node 2, 2 flows through
nodes 3, 4 and 5, just one stream flowing through node 6 and no streams through node 7. Flows
destinations are voluntarily not taken into account, since each flow propagates all the way down
the bus in a negligible time.
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Several simulations have been performed, randomly generating different load distributions and
considering, for each received flow, the average value of di, its standard deviation, the maximum
and average MAC access delay suffered by the transmitting workstations, pi − ti and the MAC
access delay suffered by the switching devices. The behavior of the whole system has been
monitored in correspondence of nodes 1, 4 and 7.

On the basis of the values produced by the simulation resulting in the worst pi − ti (see figure
30), we observe that:

• the performance of the whole system are comparable with that achievable by a pair of
locally switched LAN segments. This is substantially due to the time spent trying to access
the LAN segments in both systems, whose sudden variations have a very bad impact on
the buffering delay introduced by RTP;

• due to burst superposition phenomena, a quarter of the users suffers for an unsatisfactory
quality of service;

• the worst value we obtain for pi − ti is around 260 ms, really not so far from the maximum
tolerable limit we fixed, i.e. 220 ms. A more efficient compression and decompression
pipeline and the adoption of a more effective RTP play-out mechanism could help in
reducing the video frame end-to-end delay. The use of cut-through switches will help to
reduce such a delay some milliseconds more.

The analysis of the average results obtained by our simulations, see figure 31, shows that:

• the performance of the whole system are comparable with that of a pair of locally switched
LAN segments. The additional delay introduced by the backbone seems to be smoothed
by the more favorable (less bursty) distribution of the incoming flows at the destination
LAN sites;

• only one user suffers for an unsatisfactory quality of service;

• the behavior of the system is substantially fair: for each transmitted video stream the
percentage of lost frames does not exceed the 1% and the value of pi − ti ranges from 140
to 240 ms.

8. Conclusion and future work

As already stated, the designed architecture can really support high quality desktop videocon-
ferences, and the system is well dimensioned and tuned. Our future efforts will be addressed
to the definition and the experimentation of more effective play-out mechanisms in order to
compensate the network delay variations and to reduce the amount of lost packets. We are
also planning to evaluate the performances of similar protocol architectures based on different
network technologies.
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pi − ti di MAC Access Delay
Avg Std Dev Max Avg

Node1

Workstation 1 222 40 38 92 10

Workstation 2 160 32 22 116 9

Workstation 3 179 35 30 141 9

Workstation 4 231 34 37 83 10

Switching Device Port 1 79 6
Switching Device Port 2 57 6

Node 4

Workstation 1 200 27 30 148 10

Workstation 2 181 32 33 229 25

Workstation 3 226 33 28 122 12

Workstation 4 260 41 50 170 17

Switching Device Port 1 70 6
Switching Device Port 2 139 13

Node 7

Workstation 1 180 46 33 186 14

Workstation 2 148 33 25 175 14

Workstation 3 150 32 19 228 20

Workstation 4 141 24 23 143 15

Switching Device Port 1 126 10
Switching Device Port 2 142 8

Figure 30: values produced by the simulation of the whole system behavior resulting in the
worst pi − ti
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pi − ti di MAC Access Delay
Avg Std Dev Max Avg

Node 1

Workstation 1 177 31 30 118 12

Workstation 2 184 32 29 119 14

Workstation 3 177 40 30 163 12

Workstation 4 202 32 32 135 17

Switching Device Port 1 104 7
Switching Device Port 2 108 9

Node 4

Workstation 1 200 50 36 119 10

Workstation 2 156 21 18 170 19

Workstation 3 186 25 25 106 10

Workstation 4 241 33 36 202 20

Switching Device Port 1 74 7
Switching Device Port 2 113 10

Node 7

Workstation 1 156 21 15 154 13

Workstation 2 186 47 38 181 16

Workstation 3 136 32 17 146 14

Workstation 4 145 41 30 184 19

Switching Device Port 1 93 8
Switching Device Port 2 120 10

Figure 31: average values produced by simulating the whole system behavior simulation
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